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1 Introduction

More stuff might appear here later. For the moment I shall just say that the
first part of this course is on logic and the foundations of mathematics, and
we shall begin with logic, of which the first branch is propositional logic.

2 Propositional Logic

Propositional logic is the study of mathematical concepts corresponding to
the little English words “not”, “and”, “or”, “if”. I might say more about
this heading later, but for the moment, onward!

3



2.1 January 20, 2009: levels of language, basic opera-
tions, truth tables

I started by saying something about three layers of language.

formalized language: Formalized languages have precise definitions for all
symbols employed and a precisely expressed grammar of allowed ex-
pressions. The language of propositional logic that we introduce in this
section is a formalized language. A computer language is a formalized
language!

mathematical English: In mathematical English, we speak more or less
naturally, though we are more careful about our grammar and our use of
particular words may be governed by the technical meanings we assign
them in mathematics. We hope that the formal rules of inference that
we learn to apply to formalized languages will transfer to techniques
of reasoning that we can use in writing proofs in mathematical English
(and in fact I will talk about the relationships between these activities).

ordinary speech: Our ordinary language is filled with ambiguities and vague-
nesses of meaning. We know this, yet we manage to get along somehow. . .
It might be that learning how to reason very precisely in formalized lan-
guages or in mathematical proofs may help us argue more convincingly
in other areas of life, but other things are also at work there.

We begin defining the formalized language of propositional logic.

atomic sentences: For the moment, sentences with no internal structure
are represented by capital letters A,B,C . . .

sentence variables: Script letters such as A, B, C are sentence variables ,
which may stand for any sentence at all (whether it has internal struc-
ture or not). We will see the use of this shortly.

complex sentences: If A and B are any sentences, ¬A, (A ∧ B), (A ∨ B),
(A → B), and (A ↔ B) are sentences.

These sentence forms ¬A, (A∧B), (A∨B), (A → B), and (A ↔ B) are
read “not A”, “A and B”, “A or B”, if A, then B”, and “A if and only if
B”. The precise intended meanings are explained below.
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Note the use of sentence variables in the definition of complex sentences.
The general sentence form (A ∧ B) (a conjunction) includes examples like
((A∨B)∧¬(C)), because the script letters A and B may themselves represent
complex sentences.

The use of parentheses above may appear excessive. We will adopt con-
ventions of “order of operations” which allow many parentheses to be left
out. However, since we are in the realm of formalized language, we need to
spell out precisely what omissions we will allow (as we would when enabling
order of operations in a computer language). We will do this below: until
then we may drop parentheses in cases where confusion is unlikely.

We introduce the semantics (fancy Greek term for “meaning”) of our
constructions. Each sentence of our formal language is intended to be either
true or false. More formally, we assign a value t or f to each sentence.

Each atomic sentence may have the value t or f ; nothing in propositional
logic allows us to decide which. The value of a sentence variable is determined
by the structure of the sentence it represents.

The value of a sentence ¬A is t if the value of A is f , and f if the value
of A is t.

This is more readily seen in a truth table.

A ¬A
t f
f t

The operation denoted by ¬ is called negation and the sentence ¬A means
“It is not the case that A”.

We will give truth tables for each of the complex sentence constructions
we have given. We do add that we firmly maintain that truth tables, while
they are a useful technical tool, have nothing at all to do with how we ac-
tually reason in formalized or unformalized language. They are very precise,
however, which is an advantage.

A B A ∧ B
t t t
t f f
f t f
f f f

5



The operation denoted by ∧ is called conjunction, and A ∧ B means “A
and B”. There are uses of the English word “and” which are not in line with
the use of ∧, but we will not review them now.

A B A ∨ B
t t t
t f t
f t t
f f f

The operation denoted by ∨ is called disjunction and A∨B means “A or
B”. Here we are making a decision about the meaning of “or” which ordinary
language does not make for us. Some uses for “or” really fit the following
table:

A B A⊕ B
t t f
t f t
f t t
f f f

for an operation which we might call “exclusive or”. If a mother says “You
may have chocolate cake or cherry pie”, she is quite likely to be excluding
the case where the child has both. Lawyers also make this distinction, and
they call the operation which we represent by ∨, “and/or”. In mathematical
English, “or” is always to be read as inclusive unless it is specifically stated
that it is to be exclusive.

A B A → B
t t t
t f f
f t t
f f t

The operation represented by → is called implication and the sentence
A → B is read “if A, then B”, or “B if A”, or “A implies B”. There are
other readings.

The problem with the truth table for A → B is not anything about its
entries, but a question as to whether a truth table is appropriate at all. That
the entries are correct we can deduce from the following little story.
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By promising her child that if he cleans up his room, she will order pizza,
the mother seems to be saying A → B, where A means “the child cleans up
his room” and B means “the mother orders pizza”. If the child cleans up his
room and the pizza is ordered, the promise has been kept. If the child cleans
up his room, and the mother does not order pizza, the promise has been
broken: we feel that the mother was lying. If the child does not clean up his
room and the mother orders pizza, the mother may be foolishly generous but
she was not lying. If the child does not clean up his room and the mother
does not order pizza, that is only to be expected. In each case, our feelings
agree with the truth table given above.

To see the discomfort one might feel with this, consider the statement “if
2+2=5, then Napoleon conquered China”. Our table above assures us that
this is true. Our instinctive reaction is not so much that it is false but that
the hypothesis has nothing to do with the conclusion. “if 2+2 = 5, then I
like ice cream” (I do) leads to similar discomfort (it is judged true) and “If
2+2 = 4 then the first European settlement in Australia was at Botany Bay”
(it was), which our table tells us is true, again leaves us unsatisfied because
of the lack of a connection between the hypothesis and the conclusion.

We find in practice that this is the most convenient definition of impli-
cation. Experience should make us more comfortable with it. We note that
this is not a modern folly of logicians: one of the schools of logic in classical
antiquity (early in the Common Era) artived at the same conclusion as to
what the definition of implication must be (I do not remember which one).

A B A ↔ B
t t t
t f f
f t f
f f t

The operation represented by ↔ is called the biconditional and we read
A ↔ B as “A if and only if B”, for which we use “A iff B” as an abbreviation.
A ↔ B says that A and B have the same value.

We have some additional remarks to make about the rhetoric of negation.
Of course ¬¬A has the same value as A. Also, we do not say “It is not the
case that it is not the case that A”, when what we want to say is just A.
This is the famous issue of double negation.
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When we negate an atomic sentence (how about A, defined as “Snow is
white”, we do not say anything like “It is not the case that snow is white”:
we say “Snow isn’t white”.

Now consider ¬(A ∧ B). This could be read as “It is not the case that
A and B”, but it seems safer to read it as “It is not the case both that A
and B”, to avoid ambiguity. Notice that this is not anything we would really
say. If A is “Snow is white” and B is “Violets are blue”, ¬(A ∧ B) should
be read literally “It is not the case both that snow is white and violets are
blue”, but one would be much more likely to say “Snow isn’t white or violets
aren’t blue”, which reflects the following equivalence:

A B ¬ ( A ∧ B ) ¬ A ∨ ¬ B
t t f t t t f t f f t
t f t t f f f t t t f
f t t f f t t f t f t
f f t f f f t f t t f

The fact recorded above is written ¬(A ∧ B) ≡ (¬A ∨ ¬B). This is
one of what are called “de Morgan’s laws”. This says something more than
¬(A∧ B)↔ (¬A ∨ ¬B), though it does say this: it says that this is true no
matter what sentences replace A and B.

Similar facts which you might be asked to verify in homework are

1. ¬(A ∨ B) ≡ (¬A ∧ ¬B)

This is the other de Morgan law.

2. A → B ≡ (¬A ∨ B)

3. A ↔ B ≡ ((A → B) ∧ (B → A))

Notice that A ∧ B is equivalent to ¬¬(A ∧ B), which is in turn equiva-
lent to ¬(¬A ∨ ¬B), so we can define conjunction in terms of negation and
disjunction. The facts above show that implication can be defined in terms
of negation and disjunction, and the biconditional can be defined in terms
of conjunction and implication, both of which can be defined in terms of
negation and disjunction.

It is also possible to define disjunction in terms of negation and conjunc-
tion in basically the same way, and then define implication and the bicondi-
tional in terms of negation and conjunction as well.
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So either ¬,∨ or ¬,∧ could be taken as basic operations in terms of which
the others can be defined.

2.2 January 21, 2009: adequacy of our basic opera-
tions; reducing them too far

In this day’s lecture I addressed two questions:

Question 1: Do we have enough operations of propositional logic?

Question 2: Do we have too many operations of propositional logic?

These are rather vague questions. We will be able to make them more
precise and answer both of them.

The operations we have introduced so far take a fixed number of sentences
(1 in the case of negation and 2 in the case of each of the others) and produce a
sentence. Moreover, the behavior of the operation can be completely defined
in terms of the truth values (t or f) of each of the inputs and the truth value
of the output in each case. Briefly, all these operations have truth tables.

Let B be the set {t, f} of truth values (we leave aside the historical reasons
for the choice of the letter B here). Let Bn be the set of all lists of n truth
values (for a fixed n). We define an “n-ary truth function” as a function from
Bn to B.

This may seem quite bizarre and needlessly abstract. It may make more
sense when you realize that an n-ary truth function precisely codes a truth
table for an operation on n sentences, entirely in terms of ideas you would
find in your discrete math book.

For example,
A B A ↔ B
t t t
t f f
f t t
f f t

,

the truth table for↔ contains the same information as a function↔ from
B2 to B such that ↔ (t, t) = t,↔ (t, f) = f,↔ (f, t) = f,↔ (f, f) = t. Like
the truth table, the truth function is a finite object.

We comment on the “finiteness” of truth tables and truth functions (I
didn’t say this in the lecture but I will come back to it). Notice that Bn has
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2n elements: this corresponds to the fact that a truth table for an expression
containing n propositional letters has 2n lines. In constructing an element of
Bn we make n independent choices from 2 alternatives: this is why Bn has
2n arguments.

We have just counted the rows in a truth table with n letters, or the
elements of the domain of an n-ary truth function. We can do more than
this: we can count how many n-ary truth functions there are. To define an
n-ary truth function we assign a value (either t or f) independently to the
2n elements of the domain, so there are 22n n-ary truth functions.

This indicates why the “finiteness” of the method of truth tables can
be overplayed. A real-life logic circuit may have 100 binary inputs, and
may reasonably be supposed to have binary output depending in a truth-
functional way on those inputs. This means that to analyze the behavior of
the circuit with 100 inputs we need to consider 2100 possible combinations of
the input values, or about 1030. This is an impracticably large number: the
method of truth tables will not really work to analyze the behavior of logic
circuits. Even worse, there are 22100

possible different behaviors for a logic
circuit with 100 inputs. To write this number down would take on the order
of 1030 digits in decimal notation. Spend some time contemplating just how
ridiculously large this is.

We take a moment to talk about order of operations. Our official notation
has a lot of parentheses. We adopt conventions (just as we do in arithmetic)
to avoid having to write so many. We apply operations in the following order
when not forced to do so in a different order by parentheses: first ¬, then ∧,
then ∨, then →, then ↔. So

We can now answer Question 1 in the affirmative and say precisely what
we mean by our affirmative answer.

Theorem: Every n-ary truth function f(p1, . . . , pn) is associated with an
expression involving propositional variables A1, . . . ,An and the opera-
tions ¬,∧,∨ with the property that if each Ai has the truth value pi
then the truth value of the expression is f(p1, . . . , pn).

Proof: We do not give a formal proof, but illustrate a procedure which will
give an expression with any desired truth table which shows why this
is true.

If we have a truth table with columns for each Ai and a final col-
umn giving the truth value of an unknown expression, we can write
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an expression with this truth table as a disjunction of conjunctions of
propositional letters and negations of propositional letters (except in
one special case). There will be a term in the disjunction for each row
in the truth table for which the value of the unknown expression is t.
This term will be a conjunction containing terms Ai if Ai is assigned
the value t in that row and ¬Aj if Ai is assigned the value f in that
row. The exceptional case is that in which there is no row in which the
unknown expression has the truth value t. In this case the expression
A1∧¬A1 will work: if one prefers to have every letter in the expression,
one can throw all the other letters into the conjunction along with the
contradiction.

Here is an example of the procedure.

A B C ???

t t t t
t t f f
t f t f
t f f t
f t t t
f t f f
f f t t
f f f f

is realized if ??? is taken to be

(A ∧ B ∧ C) ∨ (A ∧ ¬B ∧ ¬C) ∨ (¬A ∧ B ∧ C) ∨ (¬A ∧ ¬B ∧ C).

Now for Question 2. Our answer to this is also affirmative (in a sense
we have too many logical operators of propositional logic) but it is really
a “tongue-in-cheek” answer: in reality we really do not want to work with
fewer basic operations, even though we can replace the set of three operations
we have just shown to be adequate with a single operation!

We showed above that ¬,∧,∨ are enough to define all operations on
sentences which have truth tables. We also showed, at the end of the previous
lecture, that we can define disjunction in terms of negation and conjunction

A ∨ B ≡ ¬(¬A ∧ ¬B)
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and similarly we can define conjunction in terms of negation and disjunc-
tion

A ∧ B ≡ ¬(¬A ∨ ¬B),

so either ¬,∧ or ¬,∨ provide a set of operations from which all operations
with truth tables can be constructed. The second set is very often used.

In the late 19th or early 20th century a man named Sheffer noticed that
one operation is “enough”.

A B (A|B)

t t f
t f t
f t t
f f t

is called the “Sheffer stroke”. Computer scientists call it NAND because
A|B ≡ ¬(A ∧ B).

Now we can verify the following equivalences

negation: ¬A ≡ A|A
conjunction: A ∧ B ≡ (A|B)|(A|B)

disjunction: A ∨ B ≡ (A|A)|(B|B)

So it is possible to express any operation on sentences with a truth table
entirely in terms of the Sheffer stroke. But would you want to?

There is an alternative.

A B (A ↓ B)

t t f
t f f
f t f
f f t

is the truth table of an operation which computer scientists call NOR
and for which there is actually an English grammatical construction: A ↓ B
means “neither A nor B”.

Now we can verify the following suspiciously similar equivalences
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negation: ¬A ≡ A ↓ A
disjunction: A ∨ B ≡ (A ↓ B) ↓ (A ↓ B)

conjunction: A ∧ B ≡ (A ↓ A) ↓ (B ↓ B)

It is very interesting and may occasionally be useful in formal arguments
about propositional logic that we can reduce all the operations to one op-
eration, but facts about the way we think drive our desire to have all the
operations ¬, ∧, ∨,→, and even↔ as basic operations. We would not reduce
the reasoning techniques for all of these to rules for using | or even the more
familiar ↓ because that does not reflect the way we actually reason.

In the next lecture, we will start introducing the basic rules for reasoning
with the constructions of propositional logic on an informal level which we
hope will actually be helpful in writing proofs in mathematical English!

2.3 January 23, 2009: proof strategy for natural de-
duction proofs

In this lecture, we introduce strategies for dealing with statements in proofs
based on their logical form. For each of the logical operators, we present
two different kinds of strategies: one for proving a statement of that form
and one for using a statement of that form which you have proved or shown
to follow from your assumptions. The method of proof we are describing,
presented in mathematical English in a highly structured form, we will call
natural deduction.

In this style of reasoning (which we will conduct here in symbols but which
can also be done in (mathematical) English) we need to distinguish between
statements which we are trying to prove, which we will call “goals” and
statements which we have assumed or shown to follow from our assumptions
(or proved unconditionally), which I might sometimes call “posits”, as in the
Math 502 notes. Always be careful in a proof to distiguish between what you
know or can assume on the one hand and what you are trying to prove or
deduce from current assumptions on the other.

2.3.1 Conjunctions in proofs

To deduce a statement of the form A ∧ B from your current assumptions,
deduce A from your current assumptions, and then deduce B from your
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current assumptions.
If you have shown that A ∧ B follows from your assumptions, you can

further conclude that A follows from your assumptions and that B follows
from your assumptions.

2.3.2 Implications in proofs

To deduce a statement of the form A → B from your current assumptions,
add the new assumption A and adopt B as your new goal. If you succeed in
deducing B, you can then conclude that A → B follows from your original
assumptions (and drop the temporary assumption A).

If you have shown that A → B follows from your current assumptions and
that A follows from your current assumptions, then B also follows from your
current assumptions. This is traditionally called the rule of modus ponens .

A way to phrase modus ponens which starts out with just the implication
sentence is this: if you have shown that A → B follows from current assump-
tions, adopt A as a new goal: once you have deduced the goal A you will be
able to draw the additional conclusion B.

2.3.3 Biconditionals in proofs

To show that A ↔ B follows from your current assumptions, prove that
A → B follows from your current assumptions (use the strategy above) and
that B → A follows from your current assumptions.

If one has shown that A ↔ B follows from your current assumptions and
that A follows therefrom, then B also follows. If one has shown that A ↔ B
follows from your current assumptions and that B follows therefrom, then A
also follows.

Both sets of rules for the biconditional follow directly from the equivalence
A ↔ B ≡ (A → B)∧(B → A) and the rules for conjunction and implication.

2.3.4 An example with conjunction and implication (and bicon-
ditional)

We prove A → (B → C)↔ A∧ B → C.

Goal 1: A → (B → C)→ (A ∧ B → C) Recall that to prove a biconditional
we need to prove the implications in both directions. To prove the
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implication we assume the hypothesis and adopt the conclusion as a
new goal.

Assume (1.1): A → (B → C)
Goal 1.1: A ∧ B → C This goal is another implication. We use the

same strategy.

Assume: A ∧ B
Goal 1.1.1: C Because we have assumed A∧B we can conclude
A.
From A and Assumption 1.1 we can deduce B → C by modus
ponens.
Because we have assumed A ∧ B we can conclude B.
From B and B → C we can conclude C.
[Thus we have shown that Goal 1.1.1 follows from the as-
sumption before it (and the assumption before Goal 1.1), from
which it follows that Goal 1.1 follows from the assumption be-
fore it, from which Goal 1 follows. We won’t always say this
part: when all goals have been shown, the proof is over.]

Goal 2: A ∧ B → C → (A → (B → C)) This is the second implication to be
proved to establish the biconditional we are trying to prove. We are
now proving an implication.

Assume (2.1): A ∧ B → C
Goal 2.1: A → (B → C) We are proving another implication.

Assume: A

Goal 2.1.1: B → C Yet another implication.

Assume: B
Goal 2.1.1.1: C At this point we have completed the un-

packing of implications. Our first assumption is A∧B →
C: if we could deduce A∧B we would be able to conclude
C by modus ponens . In order to show A ∧ B, we need
to show A and B: but both of these are assumptions we
have made above.
So we can conclude A ∧ B and from this and Assump-
tion 2.1 we deduce C (the current goal 2.1.1.1) by modus
ponens .
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All goals are now established and the proof is complete.

The indented structure should help you to see the structure of the proof,
and in particular to see the scope of each assumption.

2.3.5 Negation in proofs

Negation and disjunction are perhaps a little trickier than conjunction and
implication.

To show that ¬A follows from your current assumptions, add a new as-
sumption A and show that a contradiction B∧¬B follows. (This is not proof
by contradiction, but the direct proof of a negation; we will see proof by
contradiction below).

If you have shown that ¬¬A follows from your current assumptions, you
can further conclude A Notice that I am not giving a general rule for using
a negative conclusion.

The strategy of proof by contradicton follows from these two rules.
To show that a statement A (of any logical form) follows from your current

assumptions, assume ¬A and deduce a contradiction. This is a direct proof
of the negation ¬¬A, from which the further conclusion A can be drawn.

2.3.6 Disjunction in proofs

To show that A ∨ B follows from your current assumptions, make an addi-
tional assumption ¬A and show that B follows.

To show that A ∨ B follows from your current assumptions, make an
additional assumption ¬B and show that A follows.

Notice there are two similar symmetric strategies here.
Here is something important I omitted from my lecture (but you will

get it on Monday). Suppose we have shown that A ∨ B follows from our
assumptions and we have a goal C (of any logical form). To show that C

follows, show that it follows if we replace the assumption A∨ B with A and
also follows if we replace the assumption A∨B with B. This is the well-known
strategy of proof by cases , which is the usual strategy for using a disjunction.

2.3.7 Discussion and more examples

The rules I have given so far are the official basic rules. There are other ones
which we will use!
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I gave two other rules for disjunction in class Friday, which actually follow
from proof by cases with a little work. From A∨B and ¬A, deduce B. From
A ∨ B and ¬B, deduce A. These come out of the fact that A ∨ B ≡ ¬A →
B ≡ ¬B → A. I will show below how to deduce these rules (well, one of
them) from proof by cases.

A very important set of additional rules for implication follow from the
equivalence of A → B with its contrapositive ¬B → ¬A.

proof by contrapositive: To show that A → B follows from our current
assumptions, add a new assumption ¬B and deduce the new goal ¬A.
(this is a proof of ¬B → ¬A, so if we show the equivalence of implica-
tions with their contrapositives we justify this strategy.

modus tollens: From A → B and ¬B deduce ¬A. (from ¬B → ¬A and
¬B, ¬A follows by modus ponens).

We justify these additional rules of implication by the following proof.

Theorem: (A → B)↔ (¬B → ¬A)

The proof of a biconditional falls apart into proofs of two implications.

Goal 1: (A → B) → (¬B → ¬A) We prove an implication in the
usual way.

Assume (1.1): A → B
Goal 1.1: ¬B → ¬A

Another implication!

Assume: ¬B
Goal 1.1.1: ¬A

We now have a strategy for proving negations.

Assume: A

Goal 1.1.1.1: a contradiction
From A and Assumption 1.1 we can deduce B by modus
ponens. From B and ¬B (assumed above) we get the
contradiction B ∧ ¬B, which achieves our goal.

Goal 2: (¬B → ¬A)→ (A → B)

We use the usual strategy for implication.
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Assume (2.1): ¬B → ¬A
Goal 2.1: A → B One more implication to unpack.

Assume: A
Goal 2.1.1: B

Since goal 2.1.1 has no logical structure known to us, the
only strategy that might work is proof by contradiction.

Assume: ¬B
Goal: a contradiction

From ¬B and Assumption 2.1 we can deduce ¬A. We
have also assumed A above, so we can deduce the con-
tradiction A ∧ ¬A and we are done.

More to follow in the next set. Notice that I did make a change in this
set from what I actually said in lecture (I introduced the rule of proof by
cases). I will talk about this on Monday.

2.4 Homework Set 1:

This homework set is due next Monday (a week from tomorrow as I write on
the 25th). If you do not understand the instructions for a problem, ask in
class or come see me in my office.

1. One point I did not make under “order of operations” above was that
one can drop more parentheses where associative operations are in-
volved. A∧(B∧C) ≡ (A∧B)∧C so we can indifferently write A∧B∧C
for either.

Show that implication is not associative, using a truth table.

Show that the biconditional is associative, using a truth table.

2. Verify each of the theorems in the previous day of lectures (the two
big examples) using truth tables. What can you say about truth tables
by contrast with the form of reasoning introduced in the last lecture?
Can you see any relationship between them? How would you contrast
them? [I really want you to express some thoughts here if you can come
up with any.]
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3. Again because of associativity, we can write A∨B ∨C ∨D and further
things of that sort, using conjunction, disjunction, or biconditional to
link any number of sentences (there is one more logical operation we
can do this with. . .). The meaning of A ∨ B ∨ C ∨ D is quite obvious;
the meaning of A ↔ B ↔ C ↔ D is rather less obvious.

Do some investigation. Find out what A1 ↔ A2 ↔ . . .↔ An−1 ↔ An
means in general. There is a simple description, but it is not at all
obvious without actually doing examples. Make truth tables for n = 3
and n = 4 and you might get an idea.

I’m sure you can find this in a book somewhere. Please don’t.

4. Write out A↔ B using just the Sheffer stroke. Write it out using just
neither-nor.

5. Boolean algebra: There is a tradition of computational logic in which
we write conjunction as it if it were multiplication and disjunction as
if it were addition.

The following logical equivalences written as algebraic equations look
somewhat familiar (with some startling exceptions). We use 0 for f
and 1 for t. We use −a for ¬a though this is not as good an analogy.

a+ b = b+ a ab = ba
a+ (b+ c) = (a+ b) + c (ab)c = a(bc)

a(b+ c) = ab+ ac a+ bc = (a+ b)(a+ c)
a+ 0 = a 1a = a

0a = 0 1 + a = 1
−(a+ b) = (−a)(−b) −(−a) = a −(ab) = −a+−b

a+−a = 1 a(−a) = 0

Identify the de Morgan laws on this list. Verify one of the distribu-
tive laws using a truth table. If you find any of the other statements
startling, feel free to verify them (you get points if you are first to
identify an error).

How would I most conveniently write a→ b?

Can you describe the relationship between the left hand and right hand
columns of the table? (There is a simple description: moreover, if you
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take any theorem of Boolean algebra and make the changes which take
you from one column to the other, you get another theorem of Boolean
algebra).

Write an algebraic proof of the surprising distributive law a + bc =
(a + b)(a + c) by first writing a + bc = −(−(a + bc)) (why can we do
this?) then applying de Morgan’s law and the other distributive law.
I’ve given you the general idea: write it out in detail.

6. (more algebraic logic) Interpret 0 as false and 1 as true as in the previ-
ous problem. Instead of considering the usual propositional operations
as we do there, start with a familiar system of algebra involving just 0
and 1, namely mod 2 arithmetic.

Which logical operation does mod 2 multiplication represent? Hint: it
is familiar!

Which logical operation does mod 2 addition represent? Hint: it is less
familiar, but we have given a name for it and a truth table above.

Notice that mod 2 addition is of course associative, so we have shown
that another logical operation is associative.

Now for a little more fun: suppose we interpret 0 as true and 1 as false.
What logical operations do the addition and multiplication of mod 2
arithmetic represent then?

2.5 January 26, 2009: Examples of natural deduction
proofs.

On this day, we did some examples to illustrate the style of reasoning de-
scribed the previous day.

Here is an example using just conjunction and implication.

Prove: (A → B) ∧ (B → C)→ (A → C)
It’s an implication.

Assume (1): (A → B) ∧ (B → C)
Goal: (A → C)

Assume: A
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Goal: C
From (1) we can draw the conclusions (2) (A → B) and (3)
(B → C).
From the assumption A and (2) we can conclude B by modus
ponens .
From the just deduced B and (3) we can conclude C by modus
ponens , and this is our goal.

This proof justifies not only a propositional theorem but a well-known
derived rule:

hypothetical syllogism: From A → B and B → C, conclude C.

Here is a rather distressing derived rule.

How to use a contradiction: If A and ¬A follow from your current as-
sumptions, you can deduce B (i.e., anything at all!).

Verification: We show that this rule is valid.

Given: A and ¬A
Goal: B

The only strategy we can use is contradiction.

Assume: ¬B
Goal: A contradiction.

We are done, because we have the contradiction A∧¬A from
our assumptions.

We can use this rule to prove the important rule of disjunctive syllogism.
This rule has other forms which we will list below which have very similar
proofs. When you use a derived rule you should be prepared to say what it
is called.

Given: A ∧ B and ¬A
Goal: B

Prove by cases on the disjunction A ∧ B we have assumed.

Case 1: Assume A
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Goal: B

Our assumptions include A and ¬A, so we can deduce anything
(and so certainly B).

Case 2: Assume B
Goal: B

We are done, since our goal is one of our assumptions.

Other forms of disjunctive syllogism:

1. From A ∨ B and ¬B, deduce A.

2. From ¬A ∨ B and A, deduce B.

3. From A ∨ ¬B and B, deduce A.

Another example of a proof.

Prove: (A ∨ B) ∧ (¬B ∨ C)→ (A ∨ C)
We are proving an implication.

Assume: (A ∨ B) ∧ (¬B ∨ C)
Goal: (A ∨ C)

we can unpack the assumption: we can assume (1) (A ∨ B) and
(2) (¬B ∨ C)
We prove the goal, which is a disjunction.

Assume: ¬A
Goal: C

By assumptions ¬A and (1) we can conclude B by disjunctive
syllogism.
By the just deduced B and (2) we can conclude C by disjunc-
tive syllogism, which is our goal!

This proof using disjunctive syllogism is much less cumbersome than the
version I wrote for my class notes, which used just the basic strategies.
Thanks to members of the class who pointed this out!

We prove a simplified rule for proving disjunctions (a rather obvious one)
and state the other simplified rule of the same kind.
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Given: A
Goal: A ∨ B

Assume: ¬B (an assumption of which we will make no use)

Goal: A
We are done, since we are given that A

The other similar rule: Given B, deduce A ∨ B

We prove the equivalence of the conjunction with an expression composed
entirely of negations and disjunctions, as we did earlier but now using our
proof techniques.

Prove: A ∧ B ↔ ¬(¬A ∨ ¬B)

To prove a biconditional is to prove two implications.

Assume (1): A ∧ B
Goal: ¬(¬A ∨ ¬B)

Assume: ¬A ∨ ¬B
Goal: a contradiction

We prove this by cases on the disjunction ¬A ∨ ¬B
Case 1: Assume ¬A
Goal: a contradiction

By (1) we can conclude A and B. We can then deduce
the contradiction A ∧ ¬A.

Case 2: Assume ¬B
Goal: a contradiction By (1) we can conclude A and B. We

can then deduce the contradiction B ∧ ¬B.

Assume (2): ¬(¬A ∨ ¬B)

Goal: A ∧ B
This situation could make us uncomfortable, as we have no rule
to allow us to use a negative hypothesis except double negation.
But as we shall see there is another way to use a negation.

The conjunctive goal breaks into two parts.
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Goal 1: A
The only way we have to prove this is by contradiction.

Assume: ¬A
Goal: a contradiction.

in particular, we aim to contradict our negative assumption
(2).

Goal: ¬A ∨ ¬B
We are done with the current goal by a derived rule for dis-
junction just proved, because we have already assumed ¬A,
and we have a contradiction (¬A∨¬B)∧¬(¬A∨¬B), which
was the previous goal.

Goal 2: B The only way we have to prove this is by contradiction.

Assume: ¬B
Goal: a contradiction.

in particular, we aim to contradict our negative assumption
(2).

Goal: ¬A ∨ ¬B
We are done by a derived rule for disjunction just proved,
because we have already assumed B, and we have a contra-
diction (¬A ∨ ¬B) ∧ ¬(¬A ∨ ¬B), which was the previous
goal.

Equivalences like de Morgan’s law are often used “algebraically” in math-
ematical reasoning. If we have a sentence of the form ¬(A∧B) we can replace
it with ¬A ∨ ¬B at any point in an argument, even if it appears as a con-
stituent part of a more complicated sentence. We do not yet authorize this
kind of reasoning, but we state the additional rule for the biconditional which
describes it:

biconditional substitution: If A↔ B has been proved, then the expression
A can be used to replace the expression B in any statement we have
deduced from current assumptions, and we can deduce the modified
expression as well. If we introduce the notation X[A/P ] for the result
of replacing the variable P with A wherever it appears in X, we can say
more precisely, given X[A/P ] and A ↔ B, deduce X[B/P ]
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2.6 January 27, 2009: Lab I

On this day, we visited the lab. I will give some relevant information here
and also illustrate things you might have seen on your screen at lab time.

I do know how to get your password updated now. I can do it from
my office if you drop by (I think). Certainly James Nelson can do it. The
problem is that one needs to be logged into a particular machine. . .

The software we are using is called Marcel; I wrote it (and so it may
occasionally get updated). It is a command line program running in the
Moscow ML interpreter (Moscow ML is an implementation of the Standard
ML programming language. The Moscow ML interpreter is free and can
be downloaded from http://www.itu.dk/∼sestoft/mosml.html. It runs
under Windows too (and is very easy to install in Windows).

On the MG104 machines, I suggest having a special directory to work in
for this class:

mkdir M387

cd M387

will make a new directory M387 and put you there.
Here is the command to get the Marcel software from its location in my

public directory on the MG104 cluster.

cp /home/public/holmes/marcel.sml .

You will only need to execute this command a second time if I upgrade
the software (I actually am contemplating one minor upgrade after our lab).

mosml

(this opens the Moscow ML interpreter; subsequent commands are typed in

the interpreter)

compile "marcel.sml";
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This compiles Marcel. You will only need to issue the compile command
a second time if the prover has been upgraded.

load "marcel"; open marcel;

These two commands will need to be issued at the beginning of each
session with Marcel (obviously, after starting mosml).

Everything you type to Marcel is actually a standard ML function call,
though one needs to know nothing about ML to use Marcel. It is useful to
be aware that every ML command ends with a semicolon, and that an ML
command which has no actual arguments nonetheless has a dummy argument
represented by a pair of parentheses. For example, to end an ML session you
issue the following command:

quit();

The language of Marcel (being typewriter oriented) is a little different
from what we have used above. Propositional variables take the forms P1,

P2, P3... The P needs to be capitalized.
The propositional connectives have different but reasonable natural no-

tation in Marcel.

¬ ∼
∧ &
∨ v

→ − >
↔ ==

In the lefthand column find our notation and in the righthand column
find some approximation to the typewriter notation used in Marcel (it didn’t
typeset very well). You will see it further in examples below. Marcel supports
two other logical connectives, <- (converse implication) and =/= (exclusive
or).

Marcel supports order of operations basically identical to what we have
used in class. The display will drop parentheses that are not needed.

Now we introduce the features of Marcel via a series of examples.
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OneConclusion();

You should issue the command above at the beginning of each Marcel
session for now. It makes the format of displayed arguments more familiar
(multiple hypotheses and a single conclusion).

- s "P1->P1";

Line number 1:

|-

1: P1 -> P1

> val it = () : unit

-

The hyphen is the ML prompt (don’t type it!)
The s command introduces a proposition to be proved. The proposition

is written in Marcel notation and enclosed in double quotes.
At any given point in a proof, Marcel displays a sequent . This is in effect

a claim that a certain conclusion (goal) follows logically from a certain list
of premises (assumptions). The premises are listed above the symbol |- and
the conclusion appears below it. (In Marcel’s default mode there can be
multiple conclusions: the claim one is trying to prove then is that if all of
the premises are true then some of the conclusions are true.)

In the example above there are no premises: we are trying to prove that
P1->P1 is valid without the need for any assumptions.

- r();

Line number 2:

1: P1
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|-

1: P1

> val it = () : unit

-

The effect of the r command is to perform an appropriate logical manip-
ulation of the goal in the argument under consideration. What it did here
with an implication is exactly what we have done in class: the hypothesis of
the implication becomes a new premise and the conclusion of the implication
becomes the new goal.

Reading this sequent, we see that it says that if P1 is assumed then P1

follows. It appears that we are done.

- d();

Q. E. D.

> val it = () : unit

-

Marcel agrees. The d command will declare a proof finished (displaying
Q. E. D. if issued when the first premise and the (first) conclusion are the
same.

We can display the entire proof.

- showall();

-------------------- Proved ----------------------

Line 1:

|-

1: P1 -> P1

By 2

<hit enter>

-------------------- Trivial ---------------------
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Line 2:

1: P1

|-

1: P1

<hit enter>

> val it = () : unit

The showall command will display a proof which is in principle readable
by a human being. Each numbered line is a sequent (premises and conclusion)
and each line is labelled with an indication of what lines it follows from. The
display is top down: the lines from which a line follows appear below it,
because our proof style is goal directed (we start with the statement we are
trying to prove and work backward).

Now we do a more extensive example.

- s "P1&P2->P3==P1->(P2->P3)";

Line number 1:

|-

1: P1 & P2 -> P3 == P1

-> P2 -> P3

> val it = () : unit

-

The line > val it = () : unit is chatter from the ML interpreter,
and I’ll delete it from here on out.

We are trying to prove A ∧ B → C ↔ A → (B → C), an example we
have done before. Notice that the parenthesis we put in because → is not
associative is dropped by Marcel: Marcel groups implications to the right.

- r();
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Line number 2:

1: P1 & P2 -> P3

|-

1: P1 -> P2 -> P3

-

Our strategy for proving a biconditional involves proving two implica-
tions. Here Marcel has set up the sequent for one of the implications. Marcel
has also set up the other one, and will present it to us when this one is com-
plete. There are ways to view the other sequents that Marcel has in reserve
for us to prove later, but we will talk about those commands later.

The conclusion of this sequent is an implication. We apply the r command
to continue our usual proof strategy.

- r();

Line number 4:

1: P1

2: P1 & P2 -> P3

|-

1: P2 -> P3

-

The fact that this is line number 4 is a hint that a line number 3 has been
created out of sight (the sequent representing the other implication, which
we will see later.

This is another implication, and we do the usual manipulation.

- r();

Line number 5:

1: P2
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2: P1

3: P1 & P2 -> P3

|-

1: P3

-

We cannot do anything more with the conclusion at this point. It is time
to do something with the assumptions. Just as Marcel has an r command
to deal with what is below |- (this would be to the right of |- in the usual
linear notation for sequents, thus r), it has an l (for “left”) command which
deals with the first premise. The logical operation applied is determined by
Marcel from the logical structure of the conclusion or premise it is acting on
(less work for the user!). But in this case we cannot do anything with the
first premise either: we need to reorder the premises.

- gl 3;

Line number 5:

1: P1 & P2 -> P3

2: P2

3: P1

|-

1: P3

-

The gl n command (for “get left”) moves premise n to the first position.
This command doesn’t even change the line number of the sequent; it gets
changed in place.

- l();

Line number 7:

1: P2
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2: P1

3: ~P3

|-

1: P1 & P2

-

The result here requires some explanation. The rule being implemented
here is modus ponens , in a form which acts on an implication A → B alone.
The strategy is to first show that A is true (this is the purpose of the sequent
shown) then add B as a new assumption and continue the argument to the
original conclusion (this part of the argument is another sequent that will
be served up to us when this one is finished). An additional point is that
in the sequent with A as its goal we assume that the original conclusion is
false (that is where the ∼P3 here comes from. We might as well: in the case
where the original conclusion is true, we have nothing to prove.

We are for the first time in our examples going to apply r to something
that is not an implication. To prove a conjunction A ∧ B, our strategy calls
for us to first prove A and then prove B, and this is what Marcel does too.
We will prove two sequents with the same premises but with the conclusion
here replaced first by P1 and then by P2. Both of these will be trivial.

- r();

Line number 8:

1: P2

2: P1

3: ~P3

|-

1: P1

- Triv 2 1;

Line number 8:

1: P1

2: ~P3

32



3: P2

|-

1: P1

Line number 8:

1: P1

2: ~P3

3: P2

|-

1: P1

Line number 9:

1: P2

2: P1

3: ~P3

|-

1: P2

- d();

Line number 7:

1: P3

2: P2

3: P1

|-

1: P3

-
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In line numbers 8 and 9 we are showing that P1 & P2 follows from the
given assumptions by showing first that P1 follows and then that P2 follows.
In line number 9 we are simply done (we apply d(); In line number 8, we
are basically done but it is the second assumption that is identical with the
conclusion. We could fix this with gl 2; d(); (and we could type that on
one line) but we use the macro Triv 2 1 which has the same effect. The
separate actions of reordering the lines in line 8 and recognizing that it is done
generate two separate displays even though carried out using one command.

Line 7 is an entirely different kettle of fish (as is hinted by the fact that
the line number goes down: this is something set up earlier to which we are
returning): this is the other sequent obtained from the application of modus
ponens to the implication P1 & P2 -> P3 above, in which P3 is added as a
new premise. Of course, this sequent is trivial.

- d();

Line number 3:

1: P1 -> P2 -> P3

|-

1: P1 & P2 -> P3

-

And now Marcel serves us the other implication included in the bicon-
ditional theorem we are trying to prove. We will not complete this proof
here.

Our second example is the proof of the equivalence of the conjunction to
an expression entirely in terms of negation and disjunction, also an example
we did above. Here we will find that Marcel’s treatment of contradiction as a
goal is a bit different from our technique, but Marcel proofs with disjunction
and negation are still closely related to handwritten proofs in the style I have
been teaching.

- s "P1&P2==~(~P1v~P2)";
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Line number 1:

|-

1: P1 & P2 == ~(~P1 v ~P2)

- r();

Line number 2:

1: P1 & P2

|-

1: ~(~P1 v ~P2)

- l();

Line number 4:

1: P1

2: P2

|-

1: ~(~P1 v ~P2)

Here is the first place in this proof that we have to operate on a negation.

- r();

Line number 5:

1: ~P1 v ~P2

2: P1

3: P2

|-

What we are trying to prove now is that a contradiction follows from the
given premises. Marcel represents this by having the set of conclusions be
empty.
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- l();

Line number 6:

1: ~P1

2: P1

3: P2

|-

- l();

Line number 8:

1: P1

2: P2

|-

1: P1

- d();

Line number 7:

1: ~P2

2: P1

3: P2

|-

- l();

Line number 9:

1: P1

2: P2

|-

1: P2

- Triv 2 1;
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Line number 9:

1: P2

2: P1

|-

1: P2

- d();

Observe that once we have a sentence and its negation as premises we are
essentially done.

Line number 3:

1: ~(~P1 v ~P2)

|-

1: P1 & P2

- r();

Line number 10:

1: ~(~P1 v ~P2)

|-

1: P1

- l();

Line number 12:

1: ~P1

|-

1: ~P1 v ~P2

- r();

37



Line number 13:

1: ~P1

2: ~~P2

|-

1: ~P1

I am considering modifying Marcel to automatically eliminate double
negations when the rules create them. The multiple conclusion version does
not have this problem.

- d();

Line number 11:

1: ~(~P1 v ~P2)

|-

1: P2

- l();

Line number 14:

1: ~P2

|-

1: ~P1 v ~P2

- r();

Line number 15:

1: ~P2

2: ~~P2

|-

1: ~P1
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- gl 2;

Line number 15:

1: ~~P2

2: ~P2

|-

1: ~P1

- l();

Line number 16:

1: ~P2

2: ~~P1

|-

1: ~P2

- d();

Q. E. D.

In both of the sample proofs, the strategy we followed with Marcel is
close to that we followed with our natural deduction proof style in English
introduced above.

IMPORTANT NOTE: You can get Marcel to log your work. Type
startlogging "test"; to get Marcel to begin recording the Marcel com-
mands you issue to a file test.mlg (of course you can give the file a different
name). The .mlg file is a text file: you can open it with a text editor. Type
stoplogging(); to stop logging (don’t look at the log file before issuing this
command).

If you have completed a proof and type

startlogging "proof";

LogTheProof();
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stoplogging();

a version of the proof displayed by showall(); will be put into proof.mlg

(for that matter, showall(); will show partial proofs and LogTheProof();

will record those as well).

2.7 January 28, 2009: sequents and rules.

In this section we follow a special rule for variables. A script letter like A
stands for a propositional letter, which may represent any expression not
containing normal capitalized letters. A normal capitalized letter will stand
for an arbitrary logical expression which will normally contain propositional
variables.

An expression A ≡ B is called a logical equivalence. A ≡ B is said to be
valid (not “true”) just in case any assignment of values to the propositional
letters appearing in A and B will make A↔ B true. So for example

(¬(A ∧ B) ≡ ¬A ∨ ¬B

is valid. An expression A ` B is called a logical entailment : it is valid just
in case any assignment of values to the propositional letters appearing in A
and B will make A→ B true.

A notation related to entailments is sequent notation. If Γ and ∆ are
finite sets of sentences, Γ ` ∆ is a sequent. A sequent Γ ` ∆ is valid iff every
assignment of values to propositional letters which makes each statement in
Γ true also makes some statement in ∆ true.

We will write sequents by listing the elements of Γ, comma-separated,
then `, then the elements of ∆, comma-separated. We will write A for {A},
write Γ, A for Γ ∪ {A}, and write a blank for the empty set.

We will at first restrict ourselves to sequents in which ∆ has one element
or no elements (Γ ` A or Γ `). It seems more natural to have a number of
premises and a single conclusion, though the multi-conclusion format turns
out to have significant advantages.

We present rules for deducing the validity of a sequent. For each logical
connective, we present two rules, a left rule to handle appearances of that
connective at the top level in premises, and a right rule to handle appearances
of that connective on the top level in conclusions.
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In each of the following rules, Γ stands for a finite set of sentences (other
current assumptions). It can be empty.

The first rule is completely trivial.

Axiom: Γ, A ` A is valid.

This corresponds in our natural deduction system above to the fact that
if our goal is identical to one of our assumptions, we are done.

The rest of the rules are associated with our logical connectives, a left
rule and a right rule for each.

In left rules, the conclusion C can be replaced with the empty set, in
which case all expressions involving C are to be dropped from the rule.

conjunction :

The right rule for conjunction (∧R)
Γ`A Γ`B

Γ`A ∧B
The left rule for conjunction (∧L)

Γ, A,B `C
Γ, A ∧B `C

If one can read these rules, one can see that they express exactly the
same ideas as our proof strategies for conjunction above.

implication :

The right rule for implication (→ R)

Γ, A`B
Γ`A→ B

The left rule for implication (→ L)

Γ,¬C `A Γ, B `C
Γ, A→ B `C

The right rule for implication preoisely expresses our strategy for prov-
ing an implication.

The left rule for implication should be modus ponens and indeed it is,
but it is presented in an odd form because we use the single assumption
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A→ B to set up our reasoning rather than a pair of assumptions. The
basic idea is that if we have assumed A → B and are aiming to prove
a goal C, we should first adopt A as a subgoal; once we have proved
A from the current assumptions we can adopt B as a new premise
and continue the proof of C. The additional refinement here is that
in the subproof with goal A we also assume ¬C (after all, in the case
where C is true we have nothing to do). We will also show below that
the left rule for implication can be formally derived from the rules for
disjunction and negation.

disjunction :

the right rule for disjunction (∨R)
Γ,¬B `A

Γ`A ∨B
the left rule for disjuncton (∨L)

Γ, A`C Γ, B `C
Γ, A ∨B `C

The right rule for disjunction expresses one of our symmetric pair of
strategies for proving a disjunction. We will see below that the other
strategy is obtained immediately if we apply the left rule for negation.

The left rule for disjunction precisely expresses the strategy of proof by
cases.

negation :

The right rule for negation (¬R)
Γ, A`

Γ`¬A
The left rule for negation (¬L)

Γ,¬C `A
Γ,¬A`C

The right rule for negation expresses our strategy for proving a nega-
tion, but the representation of goal of contradiction is different.

We have no left rule for negation in our system other than double
negation; the one that is given here expresses a combination of proof
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by contrapositive and double negation. We will see that the double
negation rule can be derived.

biconditional :

The right rule for the biconditional (↔ R)
Γ, B `A Γ, A`B

Γ`A↔ B

The left rule for the biconditional (↔ L)
Γ, A→ B,B → A`C

Γ, A↔ B `C

The right rule expresses our exact strategy for proving biconditionals.
The left rule just unpacks the biconditional into two implications.

As we went through the introduction of the rules, we pointed out their
similarity to the proof strategies we gave in the previous sections. You should
also recognize that these rules express exactly what Marcel is doing. The one
additional feature that Marcel has is that the set of premises is implemented
as a list and left rules are taken to act on the first element of the list, so
a command for bringing another item in the list of premises to the front is
needed.

We demonstrate the derivation of the left rule for implication (always
the most mysterious rule in this formalization of logic because it looks less
like modus ponens than we expect. We use the equivalence of A → B with
¬A ∨B.

Γ,¬C `A
Γ,¬A`C[¬L] Γ, B `C

Γ,¬A ∨B `C[∨L]

Γ, A→ B `C[def ]

The rules used are noted in brackets.
We give a sequent proof following part of an example we have proved

above using both our semiformal proof strategies and Marcel.
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P,Q,R`RAxiom

P, Q,¬R`PAxiom P,Q,¬R`QAxiom

P,Q,¬R`P∧Q∧R

((P ∧Q)→R), P,Q`R→L
((P ∧Q)→ R), P ` (Q→ R)→R

((P ∧Q)→ R)` (P→ (Q→ R))→R

` ((P ∧Q)→ R)→ (P→ (Q→ R))→R

This structure is a completely formalized proof. It should be clear why
such a structure is commonly called a “proof tree”. Notice that we have
annotated each sequent with the rule used, and emphasized the sentence we
actually targeted.

Here is another proof which should be doubly familiar already.

A, B `AAxiom

A,B,¬A`¬L
A,B`BAxiom

A,B,¬B`¬L

A,B,¬A ∨ ¬B`∨L

A,B `¬(¬A ∨ ¬B)¬R

A ∧B`¬(¬A ∨ ¬B)∧L

¬A,¬¬B `¬AAxiom

¬A`¬A ∨ ¬B∨R

¬(¬A ∨ ¬B)`A¬L

¬B,¬¬A`¬BAxiom

¬B,¬¬B`¬A¬L

¬B `¬A ∨ ¬B∨R

¬(¬A ∨ ¬B)`B¬L

¬(¬A ∨ ¬B)`A ∧B∧R

`A ∧B↔ ¬(¬A ∨ ¬B)↔R

The extreme tininess of the print can make a point for me without my
saying a word.

2.8 Homework 2

This homework set is due next Friday. We will not have a test on that Friday;
probably our test will be the following Friday after I have graded the first
two problem sets.

If you have trouble with some of these problems (you will), come and see
me in my office or ask me in class. You can get me to force your MG104
password in my office.

1. Write a proof in natural deduction style of the theorem A ∨ B ↔
¬(¬A ∧ ¬B).

Construct a proof tree for the same theorem. When writing a proof
tree, be sure to indicate the rule used and circle the sentence in the
sequent to which the rule is being applied.

Prove it in Marcel (if you look in the notes for the first lab, I have
added instructions on how to save Marcel work to a file; you can also
wait until Tuesday for instructions on that in lab).
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2. Prove A ∨B → C ↔ (A→ C) ∧ (B → C) in natural deduction style.

Prove the same theorem in Marcel; print out the results of showall();
(look at the notes for the first lab day to see how to do this, and/or
get help with this in lab on Tuesday). Then construct a proof tree for
this theorem which exactly parallels your Marcel proof, labelling the
sequents in the proof with the line numbers in your Marcel proof. Be
sure to indicate rules applies and highlight sentences targeted by rules.

3. Write out an expression in three propositional variables which is not a
tautology (make a truth table to make sure it is not).

Try proving it in Marcel. You will get to a place where you cannot do
anything useful (maybe apply left negation pointlessly). The sequent
you see will correspond to one of the lines with f in your truth table.
Explain how. (Hint: a sequent is invalid if you can make all the sen-
tences on the left true and the sentence (or all the sentences) on the
right false).

Use the Marcel command ng(); (this will cause Marcel to show you a
different goal. Work until you hit another place where you cannot go
any further. You should have identified another counterexample. Keep
doing this until you have found all the false lines in your truth table.

Do this for two different expressions.

4. Prove the validity of the right rule for conjunction and the left rule for
implication. I will have some proofs of this kind in the notes.

For extra credit, prove the stronger result that for each of these rules
the two premises are valid iff the conclusion is valid.

5. Develop sequent rules (a left rule and a right rule) for ↓ (neither/nor).
You can derive these rules from the rules we have in the way I show
for the left rule of implication; your final statement of the rules should
involve no operation except ↓.
Try using the rule for ↓ and definitions of the operations of negation,
conjunction and disjunction in terms of ↓ to derive some of the rules
for negation, conjunction and disjunction. Two examples, a left rule
and a right rule taken from different operations, will be sufficient.
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2.9 Jan 30, 2009: Proofs of correctness of sequent
rules.

Today we proved the correctness of two of the rules of our sequent calculus
(that’s what the proof system with the sequent rules is called).

We proved the correctness of the right rule for implication and of the left
rule for disjunction (the rule implementing proof by cases).

There is an idea appearing in these proofs which I will isolate here at
the beginning. An interpretation for our propositional logic is a function
which assigns a truth value to each propositional variable A (either t or f).
An interpretation extends to all expressions in our language. For example,
an interpretation assigns the value t to an expression ¬A (where A may be
complex itself) iff it assigns the value f to A, and otherwise assigns the value
t to ¬A. An interpretation assigns the value f to a disjunction A∨B (where
A and B may be complex) just in case it assigns the value f to both A and
B; otherwise it assigns the value t to A∨B. The idea for all the connectives
is similar.

Notice that an interpretation is a mathematical object. It is a function
from expressions of propositional logic (which could be viewed as numerals
if coded in ASCII) to the truth values (which could be coded as binary
digits) which takes arbitrarily chosen values on propositional variables and
takes values on complex expressions of propositional logic following the rules
indicated above.

The right rule for implication (→ R)
Γ, A`B

Γ`A→ B

That is a lovely bit of type setting, but what exactly does it mean? The
horizontal bar in a rule tells us that the sequent below the bar is valid if the
sequent or sequents above the bar are all valid.

In other words, our aim is to prove “If Γ, A ` B is valid, then Γ ` A→ B
is valid”.

We know how to prove an implication (don’t think about the fact that
we are using this proof strategy during a proof of the correctness of our
implementation of the very same proof strategy. . .)

Assume (1): Γ, A ` B is valid.
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Goal: Γ ` A→ B is valid.

What assumption (1) means is that any interpretation which assigns
the value t to every sentence in Γ and also to A will assign the value t
to B.

Rephrased Goal: Any interpretation which assigns the value t to each sen-
tence in Γ will assign the value t to A→ B.

Choose an arbitrary interpretation I such that I assigns the value t to
every element of Γ.

There are two cases. Either I assigns the value t to A or I assigns the
value f to A.

If I assigns the value f to A, then I assigns the value t to A → B
because of the truth table of implication.

If I assigns the value t to A then by assumption (1) and the prior
assumption about I, B is assigned the value t by I, and so A → B is
assigned the value t by I.

This completes the proof.

It is worth remarking that in this example we encounter three separate
symbols (→, ` and the horizontal bar in the rule) which represent concepts
of implication at different levels.

the left rule for disjunction (∨L)
Γ, A`C Γ, B `C

Γ, A ∨B `C
What this means is “If Γ, A ` C and Γ, B ` C are valid, then Γ, A∨B ` C

is valid”.

Assume (1): Γ, A ` C is valid

Assume (2): Γ, B ` C is valid

Goal: Γ, A ∨B ` C is valid

Assumption (1) [(2)] says that any interpretation which assigns t to
each element of Γ and assigns t to A [B] also assigns t to C.
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Rephrased Goal: Any interpretation which assigns t to each element of Γ
and assigns t to A ∨B also assigns t to C.

Let I be an arbitrarily chosen interpretation which assigns t to A ∨ B
and assigns t to each element of Γ.

Either I assigns t to A or I assigns t to B (if it did neither it would
assign f to A→ B).

If I assigns t to A, then by (1) and the original assumption about A, I
assigns t to C.

If I assigns t to B, then by (2) and the original assumption about A,
I assigns t to C.

All cases are covered and the proof is complete.

In any rule with premises P1, . . . , Pn and conclusion C, the rule is correct
if validity of all the Pi’s implies the validity of C. It is not necessary for the
validity of C to imply the validity of all the Pi’s. But the system we have
presented has this stronger property: if one of our sequent rules has premises
P1, . . . , Pn and conclusion C, it is not just that C is valid if all the Pi’s are
valid, it is the case that C is valid if and only if all the Pi’s are valid. For
example, if Γ, A∨B ` C is valid, it follows that both Γ, A ` C and Γ, B ` C
are valid. Each of the primitive rules of our sequent calculus is reversible in
this sense.

2.10 February 2, 2009: sample proof trees.

Today we did three examples of construction of proof trees on the board.
I added a new detail to our system: when a conclusion of the form ¬A

is moved to the left by application of a rule, it becomes A rather than ¬¬A
(rule ¬¬). I’m planning to implement this in the OneConclusion mode of
Marcel.

Example I

¬Q,P`PAxiom

Q, P `QAxiom

Q,¬Q`¬P¬L,¬¬
P→ Q,¬Q`¬P→L,¬¬

P → Q`¬Q→ ¬P→R

P,¬Q`¬QAxiom

P,¬Q`PAxiom

P,¬P`Q¬L
¬Q→ ¬P, P `Q→L
¬Q→ ¬P `P→ Q→R

`P→ Q↔ ¬Q→ ¬P↔R
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Notice that the new rule ¬¬ was used a couple of times in this proof. It
is applied along with a left rule when the conclusion is negative to prevent
the formation of a double negation.

Example II
P → Q ∧R` (P→ Q) ∧ (P→ R)I (P → Q) ∧ (P → R)`P→ Q ∧RII

`P→ Q ∧R↔ (P→ Q) ∧ (P→ R)↔R

The whole tree for this proof is too large. So we prove the two goals
below: I and II are names assigned the following proof trees which are to be
inserted at the appropriate places.

P,¬Q`PAxiom

Q, R, P `QAxiom

Q ∧R, P `Q∧L
P→ Q ∧R, P `Q→L

P → Q ∧R` (P→ Q)→R

P,¬R`PAxiom

Q,R, P `RAxiom

Q ∧R, P `R∧L
P→ Q ∧R, P `R→L

P → Q ∧R` (P→ R)→R

P → Q ∧R` (P→ Q) ∧ (P→ R)∧R

This is proof I referenced above.
P → R,P,¬Q`PAxiom P → R,Q, P `QAxiom

P→ Q, P → R,P `Q→L
P → Q,P,¬R`PAxiom P → Q,R, P `RAxiom

P → Q,P→ R, P `R→L

P → Q,P → R,P `Q ∧R∧R

(P→ Q) ∧ (P→ R), P `Q ∧ R∧L

(P → Q) ∧ (P → R)`P→ Q ∧R→R

This is proof II referenced above.

Example III
The sequent we are trying to prove is not valid. Look at what happens.
P,¬Q`PAxiom Q, P `QAxiom

(P→ Q), P `Q→L
P,¬Q`PAxiom R,P `QInvalid!

(P→ R), P `Q→L

(P→ Q) ∨ (P→ R), P `Q∨L (P→ Q) ∨ (P→ R), P `Rproofby∨Lomitted

(P → Q) ∨ (P → R), P `Q ∧R∧R

(P → Q) ∨ (P → R)` (P→ Q ∧R)→R

` (P→ Q) ∨ (P→ R)→ (P→ Q ∧R)→R

Notice that we did not display the entire proof! The omitted portion is
very similar to the other subtree at the same level which is shown. At the
top the sequent R,P ` Q is flagged as invalid, because there is an obvious
interpretation that makes it false, namely, the assignment of true to each of
R,P and false to Q. This shows us an assignment of truth values which makes
the conclusion invalid; another such assignment of truth values is found in
the part of the tree which is omitted.

Once one has a sequent which consists of nothing but letters and their
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negations, it is straightforward to determine whether it is valid or not: if the
same letter appears on both sides or if a letter and its negation appear on the
left (in which case an application of the left negation rule will put the same
letter on both sides) then it is valid; otherwise we can set each expression on
the left to true and the expression (if any) on the right to false to obtain an
interpretation which witnesses the invalidity of the sequent.

The fact that the validity of the conclusion in each of our rules is precisely
equivalent to (not just implied by) the validity of the premises means that
if we find invalid premises at the top of a proof tree the conclusion is also
invalid, and that the assignment that witnesses invalidity if a sequent at the
top will also witness invalidity of the conclusion. So if we build a proof tree
for a propositional logic sentence which is not valid, we can read the false
lines in its truth table off the top of the proof tree!

We started our discussion of multiple conclusion rules on this day, but I
will fold all of that into the Wednesday notes.

2.11 Tuesday, February 3, 2009: Lab II, worked on
Homework II

We spent Tuesday in the lab working on Homework II. There’s no lab as-
signment; I will just put a remark here about printing out your work.

The command startlogging "filename"; opens a logfile called filename.mlg.
Each Marcel command that you type is then copied to the log file. If you
type the command LogtheProof, a text version of the entire proof so far is
inserted into the log file. stoplogging(); closes the log file.

There are two strategies: to get a log with all your Marcel commands
included, type startlogging "filename"; first thing in your Marcel session
and stoplogging(); as the last thing. Type LogTheProof(); whenever you
complete a proof. Be sure you give each log file a new name or you will
overwrite the old ones!

If you just want a record of the text proof, type

startlogging "filename";

LogTheProof();

stoplogging();
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right after you complete the proof, changing filename to a new name
each time, of course.

2.12 Wednesday, February 4, 2009: multiple-conclusion
sequents and rules; derivations of rules for dis-
junction and implication from those for negation
and conjunction.

We mentioned above that we sometimes want to allow multiple “conclusions”
in a sequent. If Γ and ∆ are finite sets of sentences, we say that Γ ` ∆ is
a sequent, and we say that Γ ` ∆ is a valid sequent iff every interpretation
which makes everything in Γ true also makes something in ∆ true: there
is no interpretation which makes everything in Γ true and everything in ∆
false.

We give multiple conclusion rules for negation and conjunction. We point
out that in these rules the validity of the conclusion of the rule is exactly
equivalent to the conjunction of the validities of the premises of the rule. We
use the rules for negation and conjunction to formally derive the rules for
the other common logical operations.

It turns out that the multiple-conclusion system has an appealing sym-
metry and also that it is easier to prove that the multiple conclusion system
is complete: for any sentence of propositional logic, consructing a proof tree
as we do here will determine either that the sentence is a tuatology or that
it is false under an interpretation which can be read off the proof tree.

The right rule for negation (¬R)
Γ, A`∆

Γ`¬A,∆
The left rule for negation (¬L)

Γ`A,∆
Γ,¬A`∆

The right rule for conjunction (∧R)
Γ`A,∆ Γ`B,∆

Γ`A ∧B,∆
The left rule for conjunction (∧L)

Γ, A,B `∆

Γ, A ∧B `∆
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Recall that validity of Γ ` ∆ is the same as saying that there is no
interpretation that makes every statement in Γ true and every statement in
∆ false.

To say that there is no interpretation which makes everything in Γ ∪
{A} true and ∆ false is exactly the same thing as to say that there is no
interpretation which makes everything in Γ true and everything in ∆∪{¬A}
false. Similarly, to say that there is no interpretation which makes everything
in Γ true and everything in ∆∪{A} false is exactly the same thing as to say
that there is no interpretation which makes everything in Γ∪{¬A} true and
everything in ∆ false. This shows that in the two negation rules, the validity
of the premise is exactly equivalent to the validity of the conclusion.

To say that there is no interpretation which makes each element of Γ ∪
{A,B} true and each element of ∆ false is again the same thing as to say
that there is no interpretation which makes each element of Γ∪{A∧B} true
and each element of ∆ false. So in the left rule for conjunction we similarly
have the validity of the premise exactly equivalent to the validity of the rule.

To be an interpretation which makes everything in Γ true and makes
everything in ∆ ∪ {A ∧B} false is exactly the same thing as to be an inter-
pretation which makes everything in Γ true and makes everything in ∆∪{A}
false or an interpretation which makes everything in Γ true and makes every-
thing in ∆∪{B} false. Thus the conclusion of the right rule for conjunction is
invalid iff one of the premises is invalid, and it follows that the two premises
are both valid iff the conclusion is valid.

To derive the rules for the other connectives from the rules given above,
we exploit the possibility of defining some connectives in terms of others. We
define A ∨B as ¬(¬A ∧ ¬B) and then define A→ B as ¬A ∨B.

derivation of left rule for disjunction (∨L)

Γ, A`∆Premise

Γ`¬A,∆¬R
Γ, B `∆Premise

Γ`¬B,∆¬R

Γ`¬A ∧ ¬B,∆∧R

Γ,¬(¬A ∧ ¬B)`∆¬L

Γ,A ∨B`∆Def
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left rule for disjunction (∨L)

Γ, A`∆ Γ, B `∆

Γ, A ∨B `∆

This should look just like the expected “proof by cases”.

derivation of right rule for disjunction (∨R)

Γ`A,B,∆Premise

Γ,¬A,¬B`∆¬Ltwice

Γ,¬A ∧ ¬B`∆∧L

Γ`¬(¬A ∧ ¬B),∆¬R

Γ`A ∨B,∆Def

right rule for disjunction (∨R)

Γ`A,B,∆
Γ`A ∨B,∆

Disjunctions unpack on the right in the multiple conclusion version just as
conjunctions unpack on the left, and it is just as obvious from the definition
of validity of a sequent why this works. The application of the rule “¬L
twice” in the proof may be construed as cheating (it is certainly laziness on
my part); the reader should be able to replace it with two applications of ¬L
easily enough.

derivation of right rule for implication (→ R)
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Γ, A`B,∆Premise

Γ`¬A, B,∆¬R

Γ`¬A ∨B,∆∨R

Γ`A→ B,∆Def

right rule for implication (→ R)

Γ, A`B,∆
Γ`A→ B,∆

The form of the right rule for implication is quite familiar.

derivation of left rule for implication (→ L)

Γ`A,∆Premise

Γ,¬A`∆¬L Γ, B `∆Premise

Γ,¬A ∨B`∆∨L

Γ,A→ B`∆Def

left rule for implication (→ L)

Γ`A,∆ Γ, B `∆

Γ, A→ B `∆

The left rule of implication is always the hardest one to follow intuitively.
It is still a form of modus ponens : roughly, one attempts to prove A (as one
of many possible conclusions added to the original list) and one attempts to
prove the original conclusion using B as an additional hypothesis.
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The logic rules for the biconditional are readily derived from those for
implication and conjunction.

The system of propositional logic we have presented is complete. First
we say what we mean, then we prove it.

What we mean is that if we present a sequent of propositional calculus
which is valid, the repeated application of the rules above to generate a proof
tree will generate a proof of the sequent. If we present an invalid sequent,
the repeated application of the rules above will generate a proof tree which
is not a proof, from the top level of which we can read off an interpretation
(an assignment of truth values to letters) which makes it invalid.

When a sequent rule is applied, it produces one or two premises, each of
which contains one less logical symbol (¬, ∨, ∧, →). This can be verified
simply by examining the rules. Thus if our sequent contains n of these
symbols, then the proof tree cannot have more than n + 1 levels in the
obvious sense, because a sequent n levels above the original sequent, if there
is one, will contain no logical symbols (it will have just letters). Moreover,
there are no more than 2n sequents at the top level (there might be that
many in the worst case, which gives a blowup like that of the method of
truth tables). A proof can get very “wide”, but there is a strong limit on
how “high” it can get.

Now recall that in each of our rules the conclusion is valid if and only if
all the premises are valid. So the conclusion of our proof tree will be valid
if and only if the top level sequents with just letters are valid. A sequent
with just letters is valid if the same letter appears on both sides (that is,
if it is an axiom), and otherwise is rendered invalid by an assignment of
t to each letter on the left and f to each letter on the right. So if the
conclusion is valid, all the premises will be axioms and the proof tree will
be a proof, and if the conclusion is invalid, the interpretations which render
it invalid will be deducible from the top sequents in the tree (this follows
from the stronger remark that for each of our rules the interpretations which
make the conclusion invalid are exactly those which make at least one of the
premises invalid).

Began to introduce quantifiers, but I will put the whole intro to quantifiers
in the February 6 lecture.

55



3 Predicate or First-Order Logic

In this section we introduce quantifiers. Propositional logic augmented with
predicates and with the universal and existential quantifier is called predicate
logic or first-order logic.

3.1 Friday, February 6, 2009: introduction to predi-
cate sentences and quantifiers

Thus far in this course our simple sentences have just been letters. We now
introduce sentences which talk about something. A sentence P (t) says that
the object t has the property P . Here t plays the role of the subject in an
English sentence and P plays the role of an adjective or intransitive verb.
There are also sentences like t R u which assert that an object t has a relation
R to an object u. Here t plays the role of subject, u the role of object, and
R the role of a transitive verb in an English sentence. A further notation
that we use for complex sentences is P [x] which can stand for an arbitrarily
complex sentence in which x appears.

Once we have the ability to use sentences P [x] which mention objects
x, we can introduce sentences like “for all x, P [x]” or “for some x, P [x]”.
These are what are called quantified sentences. “for all x, P [x]” is written
(∀x.P [x]). This can alse be expressed “for any x, P [x]” or “for each x, P [x]”.
“for some x, P [x]” is written (∃x.P [x]). This can also be expressed “there
exists x such that P [x]”.

The basic strategies for proving quantified goals and using quantified
hypotheses should be somewhat familiar from your prior mathematical ex-
perience.

To prove a statement (∀x.P [x]), introduce an arbitrary object a not men-
tioned elsewhere in the proof, and adopt a new goal P [a]. If we succeed
in proving P [a] then P [t] must be true for any t (because we have assuned
nothing special about a so we could replace it with whatever t we want and
still have a valid proof). The name a for an arbitrary object is local to the
proof of (∀x.P [x]); anything we prove about a can only be used until the goal
P [a] is proved.

If (∀x.P [x]) has been assumed, proved, or shown to follow from current
hypotheses, we can further deduced P [t] for any specific t we care to consider
(this t is not “arbitrary” and generally there will be specific values of t we
want to consider in a given proof).
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To prove a statement (∃x.P [x]), prove P [t] for some specific t (whatever
t you care to attempt: it is your responsibility to find one that will work).

If (∃x.P [x]) has been assumed, proved, or shown to follow from current
hypotheses, and our goal is C, we can introduce a new name w (not mentioned
before in the proof) and assume P [w]: if C can be deduced with the help of
the new hypothesis P [w], then C follows without the additional hypothesis.
We regard the name w as local to the proof: once C is proved the name w
is freed for other uses and statements mentioning it are regarded as local to
the proof of C from (∃x.P [x]) and cannot be referred to outside it.
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The quantifier sequent rules are as follows:

The left rule for the universal quantifier (∀L)

Γ, (∀x.P [x]), P [t]`∆

Γ, (∀x.P [x])`∆
where t is any expression

The right rule for the universal quantifier (∀R)
Γ`P [a],∆

Γ` (∀x.P [x]),∆
where a is a variable which does not appear in the conclusion

The left rule for the existential quantifier (∃L)

Γ, P [a]`∆

Γ, (∃x.P [x])`∆
where a is a variable which does not appear in the conclusion

The right rule for the existential quantifier (∃R)
Γ`P [t], (∃x.P [x]),∆

Γ` (∃x.P [x]),∆
where t is any expression

One should notice a symmetry between these rules similar to the sym-
metry between conjunction and disjunction rules: the left rule for universal
quantification resembles the right rule for existential quantification and the
left rule for the existential quantifier represents the right rule for the universal
quantifier.

This has to do with the usual kind of duality (arising from the same kind
of reversal of operations in negated sentences). “It is not the case that for
all x, P [x]” is equivalent to “for some x, it is not the case that P [x]”, and
“It is not the case that for some x, P [x]” is equivalent to “for all x, it is
not the case that P [x]”. In symbols, ¬(∀x.P [x]) is equivalent to (∃x.¬P [x])
and ¬(∃x.P [x]) is equivalent to (∀x.¬P [x]). So (∀x.P [x]) can be defined as
¬(∃x.¬P [x]), or (∃x.P [x]) can be defined as ¬(∀x.¬P [x]). These definitions
could be used to derive the rules for either quantifier from the rules for the
other.

In fact, it is reasonably to think of (∀x.P [x]) as an infinitary conjunc-
tion (the conjunction of all sentences P [t]) and (∃x.P [x]) as an infinitary
disjunction (the disjunction of all sentences P [t]), in which case the rules for
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negation of quantified sentences can be understood as infinitary versions of
de Morgan’s laws.

In the left rule for the existential quantifier and the right rule for the
universal quantifier, the sentence about the arbitrary object a in the premise
completely replaces the quantified sentence in the conclusion. In the right
rule for the existential quantifier and the left rule for the universal quantifier,
the new sentence P [t] is added as a new premise or conclusion, and the
original quantified premise or conclusion remains. It is easy to see that a
universally quantified hypothesis might be used several times for different
values; the same is true of the existentially quantified conclusion.

An important notion involved above is the substitution of a term for the
variable x in a sentence P [x]. This needs to be done with care where dummy
variables (such as the x in (∀x.P [x])) are involved.

Suppose P [x] is the sentence (∃y.x = y) (“something is equal to x”).
Then P [3] would be (∃y.3 = y). P [u + v] would be (∃y.u + v = y). The
problem arises if we try to see what P [y] is ((∃y.y = y)) or worse P [y + 3]
((∃y.y + 3 = y)). It is clear from these examples that we cannot simply
replace x with a desired text t to get P [t], at least, not if t contains the
variable y.

There is a way to make sense of this situation. The thing is to notice that
(∀x.P [x]) means exactly the same thing as (∀y.P [y]): we can freely rename
dummy variables, because they do not refer to any specific object.

Suppose we rename the bound variable y to z in our examples above:
P [y] would then be (∃z.y = z), which does mean “something is equal to y”,
and similarly P [y + 3] would then be (∃z.y + 3 = z) which again has the
intended meaning. So we stipulate that before replacing x with t in P [x]
to get P [t], we need to replace all dummy variables in P [x] with variables
that do not appear in t (or elsewhere in P [x]). Notice that this definition
is recursive: to replace a formula (∀y.Q[y]) appearing inside P [x] with the
formula (∀z.Q[z]), where z is a fresh variable, does require us to replace z
with y in Q[y], which might itself require some renaming of dummy variables,
but in a shorter sentence [though since z is assumed to be new to the context,
the renaming won’t really be needed].

These considerations should not be completely unfamiliar: the variable x
in the notation

∫ b
a
f(x) dx is also a dummy variable, and there are situations

where it is necessary to rename the dummy variable in an integral to avoid
notational collsions in calculus.

We give some examples of proof with quantifiers.
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Example: Show that (∀x.Q[x]) follows from (∀x.P [x]) and (∀x.P [x] →
Q[x]).

Assumption 1: (∀x.P [x])

Assumption 2: (∀x.P [x]→ Q[x])

Goal: (∀x.Q[x])

We apply the strategy for proving a universal goal. Let a be completely
arbitrary.

Goal: Q[a]

From Assumption 1 with x := a we deduce (3) P [a]. From As-
sumption 2 with x := a we deduce (4) P [a]→ Q[a]. From (3) and
(4) by modus ponens we deduce Q[a]. We are done.

Example: Show that (∀x.P (x)→ R(x)) follows from (∀x.P [x]→ Q[x]) and
(∀x.Q[x]→ R[x]).

Assumption 1: (∀x.P [x]→ Q[x])

Assumption 2: (∀x.Q[x]→ R[x])

Goal: (∀x.P [x]→ R[x])

Let a be arbitrary.

Goal: P [a]→ R[a]

Use the usual strategy for implication.

Assumption 3: P [a]

Goal: R[a]
By Assumption 1 with x := a, (4) P [a] → Q[a]. By (3) and
(4). deduce (5) Q[a] by modus ponens. By Assumption 2
with x := a, (6) Q[a]→ R[a]. From (5) and (6), R[a] follows
by modus ponens, and we are done.

I gave a natural deduction proof (structured mathematical English) that
(∀x.xRx) follows from (∀x.(∃y.xR y)) and the symmetry and transitivity of
the relation R. Note the derived rule for multiple universal quantifiers. It
is an error common enough to appear as a problem or example in textbooks
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to suppose that reflexivity is redundant in the definition of an equivalence
relation: If xR y then y Rx (by symmetry) so xRx by transitivity. (Do you
see the hidden assumption about x)?

Premise 1: R is symmetric: (∀x.(∀y.xR y → y Rx))

Premise 2: R is transitive: (∀x.(∀y.(∀z.xR y ∧ y R z → xR z)))

Premise 3: (∀x.(∃y.xR y))

Goal: (∀x.xRx)

Let a be arbitrary.

Goal: aR a

By (3) with x := a, (4) (∃y.aR y). We can introduce a witness b
to the existential hypothesis (4).

Assumption 5: aR b
By (1) with x := a, we deduce (6) (∀y.aR y → y R a). By (6)
with y := b, we deduce (7) aR b → bR a. From (5) and (7)
we deduce (8) bR a by modus ponens.
We review the deduction of (7). It would be more economical
to say that we can deduce (7) from the multiply universal
quantified hypothesis (1) with x := a and y := b. In the rest
of the proof we will use this style.
So, in this vein, we deduce (9) aR b ∧ bR a→ aR a from (2)
with x := a, y := b, z := a. We can deduce (10) aR b ∧ bR a
from (5) and (8), then aR a, our goal, from (9) and (10) by
modus ponens.

3.2 February 9, 2009: sample proof trees and natural
deduction proofs with quantifiers.

As I went through these examples I made certain strategic remarks about
when to apply quantifier rules. Always apply the right universal or left
existential rules (the ones that introduce new objects) as soon as you can.
Normally, do not apply the left universal or right existential rules, where
you need to supply an object, until the necessary object has been introduced
(usually by an application of the other rules). In the last example here we
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will see a case where we have to apply the right existential rule when we
apparently have no objects to talk about yet.

We begin with a sequent proof of (∀x.P [x]) ↔ ¬(∃x.¬P [x]), which pro-
vides examples of the use of all four quantifier rules.

(∀x.P [x]),P[a]`P[a]Axiom

(∀x.P[x])`P [a]∀L

(∀x.P [x]),¬P[a]` ¬L
(∀x.P [x]), (∃x.¬P[x])` ∃L

(∀x.P [x])`¬(∃x.¬P[x])¬R

P[a]` (∃x.¬P [x]),P[a]Axiom

`¬P[a](∃x.¬P [x]), P [a]¬R

` (∃x.¬P[x]), P [a]∃R

` (∃x.¬P [x]), (∀x.P[x])∀R

¬(∃x.¬P[x])` (∀x.P [x])¬L

` (∀x.P[x])↔ ¬(∃x.¬P[x])↔R

(∀x.P [x] → Q[x]) ∧ (∀x.Q[x] → R[x]) → (∀x.P [x] → R[x]) is a quite
simple example. This is the classical syllogism. I dropped the bottom sequent
because it ran off the edge; one sequent at top still does.

(∀x.P [x]→ Q[x]), (∀x.Q[x]→ R[x]),P[a]`P[a], R[a]Axiom

Q[a], (∀x.P [x]→ Q[x]), P [a]`Q[a], R[a]Axiom Q[a], (∀x.P [x]→ Q[x]),R[a], P [a]`R[a]Axiom

Q[a], (∀x.P [x]→ Q[x]), (∀x.Q[x]→ R[x]), P [a]`R[a]→L

P[a]→ Q[a], (∀x.P [x]→ Q[x]), (∀x.Q[x]→ R[x]), P [a]`R[a]→L

(∀x.P[x]→ Q[x]), (∀x.Q[x]→ R[x]), P [a]`R[a]∀L

(∀x.P [x]→ Q[x]), (∀x.Q[x]→ R[x])`P[a]→ R[a]→R

(∀x.P [x]→ Q[x]), (∀x.Q[x]→ R[x])` (∀x.P[x]→ R[x])∀R

(∀x.P[x]→ Q[x]) ∧ (∀x.Q[x]→ R[x])` (∀x.P [x]→ R[x])∧L

I close with a discussion of the strange statement (∃x.(∀y.P [x]→ P [y])),
and give a sequent proof for it. This statement is true but rather odd: if
P [x] is true for any x, then any x will do; otherwise choose an x such that
¬P [x].

P [a],P[b]`P[b], P [c], (∃x.(∀y.P [x]→ P [y]))Axiom

P [a]`P [b],P[b]→ P[c], (∃x.(∀y.P [x]→ P [y]))→R

P [a]`P [b], (∀y.P[b]→ P[y]), (∃x.(∀y.P [x]→ P [y]))∀R

P [a]`P [b], (∃x.(∀y.P[x]→ P[y]))∃R(!)

`P[a]→ P[b], (∃x.(∀y.P [x]→ P [y]))→R

` (∀y.P[a]→ P[y]), (∃x.(∀y.P [x]→ P [y]))∀R

` (∃x.(∀y.P[x]→ P[y]))∃R(!)
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Both of the applications of the existential quantifier here are interesting.
The first one is interesting because there are no objects mentioned in the
proof at that point, so we seem to be pulling an arbitrary object. This has
something to do with the fact that our logic actually assumes that there is at
least one object; if the universe were empty, this statement would not be valid
(people do study systems of “free logic” which leave open the possibility that
the universe of discourse is empty). The second one is interesting because
the original existential conclusion is used a second time!

The proof here is not hard in the sense that it is hard to generate: at
each step there is basically nothing else to do. It is a little hard to get one’s
mind around what is actually happening, though!

3.3 February 10, 2009 – Lab III, first stand-alone lab
assignment.

Here is the file from the web we used in lab:

(* log your work (Marcel commands as well as proofs) using startlogging "filename"; at beginning of

proof then LogTheProof(); stoplogging(); at the end of the proof. Obviously, use a different

file name for each example *)

(* try this in OneConclusion to see absence of double negations *)

Start "(P1 ->P2) == (~P2 ->~P1)";

(* try it again in many conclusions mode -- to go back to many conclusions mode, type ManyConclusions(); *)

Start "(Ax1.P1(x1)) == ~(Ex1.~P1(x1))";

Start "(Ax1.P1(x1)->P2(x1)) & (Ax1.P2(x1)->P3(x1)) -> (Ax1.P1(x1)->P3(x1))";

(* this is the reflexivity/commutativity example *)

Start "(Ax1.(Ex2.x1R1x2)) & (Ax1.(Ax2.x1R1x2->x2R1x1)) & (Ax1.(Ax2.(Ax3.x1R1x2&x2R1x3 -> x1 R1 x3))) -> (Ax1.x1R1x1)";

(* as support work, draw proof trees based on your printed proof for each of these except the last one *)

3.4 Wednesday, February 11, 2009: some proof tree
examples.

We did the following examples on the board.
(∀x.P [x] ∧Q[x])↔ (∀x.P [x]) ∧ (∀x.Q[x])
(∃x.P [x] ∨Q[x])↔ (∃x.P [x]) ∨ (∃x.Q[x])
(∀x.P [x] ∨Q[x])↔ (∀x.P [x]) ∨ (∀x.Q[x])
The last one is invalid: the idea was to construct the proof tree as far as

possible and see what the obstruction was.
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Here is the first example typeset. I suggest as an exercise adorning it
with the appropriate hightlighting and indications of rules applied.

(∀x.P [x]) ∧ (∀x.Q[x])` (∀x.P [x] ∧Q[x])I (∀x.P [x] ∧Q[x])` (∀x.P [x]) ∧ (∀x.Q[x])II

` (∀x.P [x] ∧Q[x])↔ (∀x.P [x]) ∧ (∀x.Q[x])

subproof I
(∀x.P [x]), P [a], (∀x.Q[x]), Q[a]`P [a] (∀x.P [x]), P [a], (∀x.Q[x]), Q[a]`Q[a]

(∀x.P [x]), P [a], (∀x.Q[x]), Q[a]`P [a] ∧Q[a]

(∀x.P [x]), (∀x.Q[x])`P [a] ∧Q[a]

(∀x.P [x]), (∀x.Q[x])` (∀x.P [x] ∧Q[x])

(∀x.P [x]) ∧ (∀x.Q[x])` (∀x.P [x] ∧Q[x])

subproof II
(∀x.P [x] ∧Q[x]), P [a], Q[a]`P [a]

(∀x.P [x] ∧Q[x]), P [a] ∧Q[a]`P [a]

(∀x.P [x] ∧Q[x])`P [a]

(∀x.P [x] ∧Q[x])` (∀x.P [x])

(∀x.P [x] ∧Q[x]), P [a], Q[a]`Q[a]

(∀x.P [x] ∧Q[x]), P [a] ∧Q[a]`Q[a]

(∀x.P [x] ∧Q[x])`Q[a]

(∀x.P [x] ∧Q[x])` (∀x.Q[x])

(∀x.P [x] ∧Q[x])` (∀x.P [x]) ∧ (∀x.Q[x])

Here is the bad direction of the invalid third example.

(∀x.P [x] ∨Q[x]), P [a], P [b]`P [a], Q[b] (∀x.P [x] ∨Q[x]), P [a], P [b] ∨Q[b]`P [a], Q[b]

(∀x.P [x] ∨Q[x]), P [a], Q[b]`P [a], Q[b]

(∀x.P [x] ∨Q[x]), Q[a], P [b]`P [a], Q[b]bad (∀x.P [x] ∨Q[x]), Q[a], Q[b]`P [a], Q[b]

(∀x.P [x] ∨Q[x]), Q[a], P [b] ∨Q[b]`P [a], Q[b]

(∀x.P [x] ∨Q[x]), P [a] ∨Q[a], P [b] ∨Q[b]`P [a], Q[b]

(∀x.P [x] ∨Q[x])`P [a], Q[b]

(∀x.P [x] ∨Q[x])`P [a], (∀x.Q[x])

(∀x.P [x] ∨Q[x])` (∀x.P [x]), (∀x.Q[x])

(∀x.P [x] ∨Q[x])` (∀x.P [x]) ∨ (∀x.Q[x])

` (∀x.P [x] ∨Q[x])→ (∀x.P [x]) ∨ (∀x.Q[x])

This does reveal how this implication goes wrong if one looks at it care-
fully. The idea is that we can make (∀x.P [x]∨Q[y]) true while making P [a]
false for an arbitrary a (thus falsifying (∀x.P [x])) and Q[b] false for an arbi-
trary b (thus falsifying (∀x.Q[x])) as long as we have Q[a] true and P [b] true,
and this is the situation described by the branch labelled as “bad” (the one
we cannot prove).
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4 Formalized Arithmetic

Here we introduce an application area for logic, the formalized theory of
arithmetic due to Peano. Not that we discontinue discussion of formal logic,
mind.

4.1 Tuesday, February 17, 2009: discussion of test, in-
troduction to formal arithmetic; formal rules for
equality

We spent some time discussing the test here: I’m thinking of inserting the
test with solutions into the notes.

I commented that I have two directions I’m thinking of going from here.
One is to show that first-order logic is complete (any valid sequent in pred-
icate logic has a proof). I will come back and do that, but that is basically
going to be a demonstration to the class (not something you will need to do
homework on).

The other direction I will take is toward applications. The most basic
applications of first-order logic are to set theory and to formal arithmetic.
We will do some formal set theory (in Marcel lab, in particlar): set theory
is simple in its essentials but extremely abstract. Here I will start us out in
formal arithmetic: formal arithmetic has the advantage that the material is
(utterly) familiar, and the “disadvantage” that the results we need to prove
are completely obvious, so it is necessary to concentrate on making sure that
we do not assert anything that we have not actually deduced from our basic
assumptions.

Peano, an Italian mathematician of the late 19th century, asserted the
following axioms for the theory of the natural numbers (except that he started
with 1 not 0). S(x) here may be considered to be notation for x + 1 (the
successor of x).

zero: 0 is a natural number.

successor: If x is a natural number, then S(x) is a natural number.

axiom 1: S(x) 6= 0

axiom 2: S(x) = S(y)→ x = y
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axiom 3 (mathematical induction): For any set A of natural numbers,
if 0 ∈ A and for all natural numbers k, k ∈ A → S(k) ∈ A, then
A = N.

This is an elegantly minimal set of axioms, but it only really works well
with the help of some set theory. In particular, the operations of addition
and multiplication need to be defined recursively as functions, a maneuver
which requires set-theoretic justification.

A modern treatment of Peano arithmetic presents the axioms a little
differently and adds some basic axioms for addition and multiplication.

mathematical induction (property form): Let P [x] be a sentence of arith-
metic. If we can prove P [0] and we can prove that for all natural num-
bers k, P [k] → P [S(k)], then we can deduce “for all natural numbers
n, P [n]”.

closure: If x and y are natural numbers, then x + y and x · y are natural
numbers.

axiom 4: x+ 0 = x

axiom 5: x+ S(y) = S(x+ y)

axiom 6: x · 0 = 0

axiom 7: x · S(y) = x · y + x

Without further ado, I start developing concepts and proving theorems.

Definition: 1 is defined as S(0).

Theorem: S(x) = x+ 1

Proof: x+ 1 = (by def. of 1) x+S(0) = (by axiom 5) S(x+ 0) = (by axiom
4) S(x).

The theorem tells us that eventually we can replace the unfamiliar no-
tation S(x) with the usual x + 1, but we will not do this until we have
established at least commutativity and associativity of addition.

The style of reasoning here should be familiar from algebra. I have not
given formal logical rules for equality: I now do so. I actually lectured these
Wednesday but this seems a natural place to put them in.
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P [t/x] is notation for the result of replacing the variable x with the ex-
pression t in P [x], renaming dummy variables as needed.

reflexivity of equality
` t = t is valid (an axiom) for each expression t.

substitution of equals for equals
Γ, t = u`P [t/x],∆

Γ, t = u`P [u/x],∆

Notice that the substitution rule is just that – it allows one or more
occurrences of t in a conclusion (not necessarily all occurrences of t) to be
replaced with occurrences of u.

This is the official minimal set of rules. In fact, we allow t = u to be
replaced with u = t and we allow P [t/x] and P [u/x] to both be moved
to the left side of the turnstile (and we allow both changes at the same
time). A hypothesis u = t justifies rewriting t to u just as well as t = u,
and a hypothesis t = u justifies replacement of t with u (or vice versa) in
hypotheses as well as in conclusions.

Familiar properties of equality such as symmetry and transitivity can be
deduced using these rules (you will get to attempt this in homework).

We return to formal arithmetic.
Axiom 3 of mathematical induction can be presented as a rule of natural

deduction, a proof strategy for proving statements about all natural numbers.
The axiom says that “for all natural numbers x, P [x]” follows from “P [0]

and for all natural numbers k, P [k] implies P [S(k)]”, and proving the latter
statement is equivalent to the following procedure:

To prove: (∀x ∈ N.P [x])

Goal 1 (basis step): Prove P [0].

Induction step: let k be an arbitary natural number.

Assume (ind hyp): P [k]

Goal: P [S(k)]

This is of course basically the same outline for a mathematical induction
proof that you have already learned.

We give a first example of a proof by mathematical induction in Peano
arithmetic.
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Theorem: For all natural numbers n, 0 + n = n.

We prove this by mathematical induction.

Goal (basis): 0 + 0 = 0

Proof of basis: Immediate by axiom 4.

Assume (ind hyp): 0 + k = 0

Goal (induction): 0 + S(k) = S(k)

Proof of induction goal: 0 + S(k) = (by axiom 5) S(0 + k) = (by
ind hyp) S(k) (which is what we wanted to establish).

4.2 February 18, 2009: multiple and restricted quanti-
fiers; addition of natural numbers is commutative!

We started the Feb 18 lecture by restating both sets of axioms for Peano
arithmetic more formally, and then saying something further about exten-
sions of our notation for quantifiers. Then we completed the proof of the
commutativity of addition for natural numbers.

The original set of axioms can be presented in this way.
The set of natural numbers is called N.

1. 0 ∈ N
2. (∀x ∈ N.S(x) ∈ N)

3. (∀x ∈ N.S(x) 6= 0) (of course x 6= y abbreviates ¬x = y).

4. (∀xy ∈ N.S(x) = S(y)→ x = y)

5. (∀A.0 ∈ A ∧ (∀x ∈ N.x ∈ A→ S(x) ∈ A)→ (∀y ∈ N.y ∈ A))

Peano’s original set of axioms depends strongly on the availability of set
theory. The more modern set we present below does not appeal to sets.

Before we proceed to the more modern version of Peano’s axioms, we
point out some notational innovations.

Definition: (∀x ∈ A.P [x]) is defined as (∀x.x ∈ A→ P [x]). (∃x ∈ A.P [x])
is defined as (∃x.x ∈ A ∧ P [x]).
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Demonstration: ¬(∀x ∈ A.P [x]) ≡ ¬(∀x.x ∈ A → P [x]) ≡ (∃x.¬(x ∈
A → P [x])) ≡ (∃x.x ∈ A ∧ ¬P [x]) ≡ (∃x ∈ A.¬P [x]): the restricted
quantifiers satisfy reasonable versions of the de Morgan laws for quan-
tifiers.

Definition: (∀xy.P [x, y]) is defined as (∀x.(∀y.P [x])). (∃xy.P [x, y]) is de-
fined as (∃x.(∃y.P [x])). Versions with more variables are handled in
the same way.

In the modern version of the axioms, we avoid mention of sets by assuming
that everything we are talking about is a natural number, so that we do not
need to restrict quantifiers to the set of natural numbers, and using sentences
P [x] rather than sets in our formulation of axiom 3. Since we assume that
everything is a natural number, axioms 1 and 2 of the Peano formulation
vanish.

1. (∀x.S(x) 6= 0)

2. (∀xy.S(x) = S(y)→ x = y)

3. For any formula P [x], P [0] ∧ (∀k.P [k] → P [S(k)]) → (∀n.P [n]) is an
axiom.

4. (∀x.x+ 0 = x)

5. (∀xy.x+ S(y) = S(x+ y)

6. (∀x.x · 0 = 0)

7. (∀xy.x · S(y) = xy + x)

We set out to prove the commutativity of addition, of course by math-
ematical induction. We will find that we need to prove a couple of other
things by math induction as we go.

Theorem: (∀xy.x+ y = y + x)

First of all, this is obviously equivalent to (∀yx.x + y = y + x), and I
would rather do the induction on y.

Goal (basis): (∀x.x+ 0 = 0 + x)
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Proof of basis: Let a be an arbitrary natural number: our goal is
now a+ 0 = 0 + a. a+ 0 = (by axiom 4) a = (by the theorem at
the end of the previous subsection) 0 + a. The proof of the basis
is complete.

Assume (ind hyp): (∀x.x+ k = k + x)

Goal (induction): (∀x.x+ S(k) = S(k) + x)

Proof of induction goal: We first prove the lemma (∀xy.S(x) + y =
S(x + y)) (the proof of the lemma appears after the end of the
main proof). The proof then goes as follows. Let a be arbitrary.
Our goal then is to prove a + S(k) = S(k) + a. a + S(k) = (by
axiom 5) S(a + k) = (by ind hyp) S(k + a) = (this is where we
stall and need the lemma: by the lemma) S(k) + a.

Lemma: (∀xy.S(x) + y = S(x+ y))

We prove this by induction on y.

Goal (basis): S(x) + 0 = S(x+ 0)

Proof of basis: S(x)+0 = (by axiom 4) S(x) = (by axiom 4) S(x+0).

Assume (ind hyp): (∀x.S(x) + k = S(x+ k))

Induction Goal: (∀x.S(x) + S(k) = S(x+ S(k)))

We choose an arbitrary a. Our goal then is S(a) + S(k) = S(a+
S(k))

S(a) + S(k) = (axiom 5) S(S(a) + k) = (ind hyp) S(S(a+ k)) =
(axiom 5) S(a+ S(k)). This completes the proof of the induction
step, and completes as well the proof of the commutativity of
addition.

4.3 Homework 3

This is officially due February 27th. It might even go to the following Mon-
day; there is a lot of stuff here and I don’t know how efficiently you all will
handle it.

1. Verify the other de Morgan law for restricted quantifiers, ¬(∃x ∈
A.P [x]) ≡ (∀x ∈ A.¬P [x]). You may do this in the same style we
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used in the text (which involved substitution of logically equivalent
statements).

Develop sequent rules for restricted quantifiers. Then give a proof in
sequent calculus of one of the de Morgan laws for restricted quantifiers.

2. Give a natural deduction proof (structured English) of (∀x.(∀y.P [x, y]))↔
(∀y.(∀x.P [x, y])). Then give a proof tree. This should fall in the “so
easy it is hard” category.

Try to prove (∀x.(∃y.P [x, y])) ↔ (∃y.(∀x.P [x, y])): construct a proof
tree and see how it fails. Then explain why it is not valid (give an
example of a sentence P [x, y] in ordinary life or mathematics for which
the two sentences (∀x.(∃y.P [x, y])) and (∃y.(∀x.P [x, y])) are not equiv-
alent).

3. Give a proof tree for (∀x.(∀y.xR y → y Rx)) → (∀x.(∀y.xR y ↔
y Rx)): the implication in the symmetry property of relations can be
replaced with a biconditional.

4. Prove (∃x.(∀y.P [y]→ P [x])). You are welcome to give an argument in
English, but a proof tree is required.

5. Open-ended, not really one problem. Prove as many of the following
as you can in Peano arithmetic. You may use my sample proofs above
(and eventurally below) as a style guide. We will all work on asso-
ciativity of addition together tomorrow (Friday the 20th), but you are
encouraged to attempt it. Then prove commutativity of multiplication,
associativity of multiplication, and distributivity of multiplication over
addition, not necessarily in that order. Feel free to bring proofs in to
discuss with me. The goal is to be able to write one of these proofs on
an exam, so it is to your benefit to write as many of these as you can
on your own.

4.4 February 20th and 23d, 2009: Definition and prop-
erties of order in formal arithmetic

We proved the associative property of addition interactively in class.

Theorem: (∀xyz.x+ (y + z) = (x+ y) + z)

We prove this by induction on z.
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Basis step: (∀xy.x+ (y + 0) = (x+ y) + 0)

Proof of basis: x+ (y+ 0) = x+ y = (x+ y) + 0 by two applications
of Axiom 4.

Induction hypothesis: Let k be arbitrary. Assume (∀xy.x+(y+k) =
(x+ y) + k)

Induction goal: (∀xy.x+ (y + S(k)) = (x+ y) + S(k))

Proof of induction goal: Let a, b be arbitrary. Our goal is then a+
(b+S(k)) = (a+b)+S(k) Now a+(b+S(k)) = a+S(b+k) = S(a+
(b+k)) by applications of Axiom 4. S(a+(b+k)) = S((a+b)+k)
by the ind hyp. S((a+b)+k) = (a+b)+S(k) by a final application
of Axiom 5. This is what we needed to show.

I’m not going to divide our discussion of properties of order into two
lectures; it is really a single long discussion. I hope that I can preserve the
flavor of the actual interaction with the material (we attempt to prove things
and find that we have to correct and expand the proofs. . .).

Since I gave you the task in the homework of proving familiar equational,
algebraic properties of the natural numbers, but I wanted to demonstrate for-
mal proof in Peano arithmetic further, I set out to prove the basic properties
of the usual order relation on the natural numbers, and in fact I presented
all the basic properties.

I began with the question as to what the definition of order is.

Definition of order: x ≤ y is defined as (∃k.x+ k = y). If we had started
the natural numbers with 1, as Peano did, this would be the definition
of a < y.

Additional order relations: x ≥ y is defined as y ≤ x. x < y is defined
as x ≤ y ∧ x 6= y (where of course x 6= y abbreviates ¬x = y). x > y is
defined as y < x.

First easy theorem: (∀x.0 ≤ x). Let a be arbitrary. Our goal is 0 ≤ a;
which means (∃k.0 + k = a). We need to find a specific k such that
0 + k = a: k := a works.

Second easy theorem: (∀x.x ≤ x). Let a be arbitrary. Our goal is now
a ≤ a, which is equivalent to (∃k.a + k = a), so we need to find a
specific k such that a+ k = a. k := 0 works. Notice that we have just
shown that the relation ≤ is reflexive.
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Third easy theorem: (∀xyz.x ≤ y ∧ y ≤ z → x ≤ z). Let a, b, c be
arbitrarily chosen natural numbers. Our goal is then a ≤ b ∧ b ≤
c → a ≤ c. Assume a ≤ b and b ≤ c. Our goal is then a ≤ c.
By the assumption a ≤ b, we can find k such that a + k = b. By
the assumption b ≤ c we can find l such that b + l = c. So we have
c = b + l = (a + k) + l = a + (k + l) (using substitution properties
of addition and the associative property of addition, which we have
proved in class), so a ≤ c by the definition of ≤. Notice that we have
shown that the relation ≤ is transitive.

The theorems above are “easy” because they do not require induction. We
need to show further that ≤ is antisymmetric (∀xy.x ≤ y ∧ y ≤ x→ x = y),
which completes the proof that ≤ is a partial order, and that (∀xy.x ≤ y∨y ≤
x), which shows that ≤ is a total (or linear) order.

antisymmetric, proof started: We aim to prove (∀xy.x ≤ y ∧ y ≤ x →
x = y). Let a, b be arbitrarily chosen natural numbers. Assume further
that a ≤ b and b ≤ a. Our goal is then to show that a = b. Because
a ≤ b, we can find k such that a+ k = b. Because b ≤ a, we can find l
such that b+ l = a. We thus have b = a+ k = (b+ l) + k = b+ (l+ k).
What we would like to do intuitively is “subtract b from both sides”
and conclude that l + k = 0, and from this that k = l = 0, from which
a = b. However, there are statements which need to be proved first.

cancellation property of addition: (∀xyz.x + z = y + z → x = y). We
prove this by induction on z.

basis step: (∀xy.x+0 = y+0→ x = y). Let a, b be arbitrary. Assume
a + 0 = b + 0: our goal is a = b. The goal follows immediately
from the assumption by two applications of axiom 4.

induction hypothesis: Choose an arbitrary k, and assume (∀xy.x+
k = y + k → x = y).

induction goal: Prove (∀xy.x + S(k) = y + S(k) → x = y): Let a,
b be arbitrary. Assume a + S(k) = b + S(k): our goal is then
a = b. a + S(k) = S(a + k) and b + S(k) = S(b + k). So by
two substitutions we have S(a + k) = S(b + k). From this we
deduce a + k = b + k by axiom 4, then further deduce a = b by
the inductive hypothesis with x := a, y := b.
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proof of antisymmetry continued: Since we have b = b+ 0 = b+ (k+ l)
from above, we have k+ l = 0 by the cancellation property of addition.
We would like to show that k + l = 0→ k = 0 ∧ l = 0.

zero or successor: Each natural number is either 0 or the successor of some
number. In symbols, (∀x.x = 0 ∨ (∃y.S(y) = x)).

We prove this by induction.

basis step: 0 = 0 ∨ (∃y.S(y) = 0) is our goal. This is true because
0 = 0.

induction hypothesis: Choose an arbitrary k. Assume k = 0 ∨
(∃y.S(y) = k).

induction goal: S(k) = 0 ∨ (∃y.S(y) = S(k)) (∃y.S(y) = S(k)) is
true: let y := k. This proof is unique in not using the ind hyp at
all!

nothing is less than 0: We prove (∀xy.x + y = 0 → x = 0 ∧ y = 0), or,
equivalently, x ≤ 0→ x = 0.

Let a, b be arbitrary. Assume a + b = 0. Our goal is a = 0 and b = 0.
Either a = 0 (in which case we are done) or we can choose c such that
S(c) = a. If S(c) = a then 0 = a + b = S(c) + b = S(c + b), which
contradicts axiom 3. From a contradiction we can deduce a = 0, so we
have a = 0 in both cases. The proof of b = 0 goes the same way.

antisymmetry completed: Since k + l = 0, k = 0 and l = 0, and since
a+ k = b we have a = b, our final goal.

We have quite deliberately exhibited our proof with false starts: every
now and then during a proof we find a result which we must show by a
separate argument (a lemma). This can happen in your homework! We
could have presented all the lemmas first and then the proof of the main
theorem without interruptions, but this would not be an honest account of
how such a proof is developed.

We now prove that the partial order ≤ is total.

Theorem: (∀xy.x ≤ y ∨ y ≤ x)

Proof: We prove this by induction on y.
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basis step: Prove (∀x.x ≤ 0∨ 0 ≤ x). Let a be arbitrary. Our goal is
then a ≤ 0 ∨ 0 ≤ a, and this is true because 0 ≤ a is true by the
theorem (∀x.0 ≤ x).

induction hypothesis: Let k be arbitrary. Assume (∀x.x ≤ k ∨ k ≤
x).

induction goal: Prove (∀x.x ≤ S(k)∨ S(k) ≤ x). Let a be arbitrary.
Then our goal is a ≤ S(k) ∨ S(k) ≤ a. By induction hypothesis
with x := a we have a ≤ k or k ≤ a. We argue by cases.

Case 1: We assume a ≤ k. This means that there is l such that
a + l = k, from which we have a + S(l) = S(k) by axiom 5,
whence we have a ≤ S(k), which is enough to establish our
goal.

Case 2: We assume k ≤ a. This means that there is l such that
k + l = a. Now by a previous result we have either l = 0 or
(∃y.S(y) = l). We argue by cases.

Case 2.1: We assume l = 0. It follows that k = a, from
which it follows that a + 1 = k + 1 = S(k), so a ≤ S(k)
which is enough to establish the goal.

Case 2.2: We assume (∃y.S(y) = l). We can choose m so
that S(m) = l. It follows that a = k + 1 = k + S(m) =
S(k + m) = S(k) + m so S(k) ≤ a, which is enough to
establish the goal.

It remains to prove the final significant property of the order on the
natural numbers, which is the Well-Ordering Principle: each nonempty set
of natural numbers has a least element. The first trick is to state it in a way
convenient for us to prove.

Definition: Let P [x] be any sentence expressing a property of a natural
number x. We say that m is a least number such that P [x] iff P [m] ∧
(∀x.x < m→ ¬P [x]).

Theorem (Well-Ordering Principle): If (∃x.P [x]) (there is a natural num-
ber x such that P [x]) then (∃m.P [m]∧ (∀x.x < m→ ¬P [x])) (there is
a least natural number m such that P [m]).

We prove this by proving the contrapositive. Assume that there is no
least number m such that P [m]: our goal is now to prove ¬(∃x.P [x]),
or equivalently (∀x.¬P [x]).
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We prove (∀x.¬P [x]) by proving a stronger statement by induction:
we prove (∀x.(∀y ≤ x.¬P [y])). (this is the method of proof by strong
induction).

Basis step: (∀y ≤ 0.¬P [y])

Proof of basis step: We have already shown that y ≤ 0↔ y = 0, so
the basis goal is equivalent to ¬P [0]. Suppose P [0] for the sake of
a contradiction: then we would have P [0] ∧ (∀x < 0.¬P [x]) (the
quantified conjunct is true vacuously, because there are no natural
numbers less than 0), so 0 would be a least element x such that
P [x], contrary to assumption.

Induction hypothesis: Let k be arbitrary. Assume (∀y ≤ k.¬P [y])

Induction goal: (∀y ≤ S(k).¬P [y])

Let a be arbitrary. Assume a ≤ S(k). Our goal is ¬P [a]. Either
a ≤ k or ¬a ≤ k. If a ≤ k, we have ¬P [a] by ind hyp, so we are
left with the case where ¬a ≤ k.

We note that since a ≤ S(k), we have for some n, a + n = S(k).
If n were S(m) for some m, we would have a+S(m) = S(k), thus
S(a + m) = S(k), thus a + m = k, contrary to our assumption
that ¬a ≤ k. So n is not a successor, from which it follows that
n = 0, so a = S(k). If we had P [a], that is P [S(k)], we would have
P [S(k)] ∧ (∀x < S(k).¬P [x]) (because we have just shown that
a < S(k) is equivalent to a ≤ k), so a = S(k) would be a least x
such that P [x], contrary to our initial assumption. So ¬P [a] has
been shown, completing the induction step.

4.5 February 24th, 2009: Lab IV

Today we are going to attempt something rather daring which may not work.
I am going to run you through an induction proof in the notes, and then ask
you to attempt another induction proof or two. The proofs themselves are
ones you have seen. A number of new functions of the prover are introduced.

Declarefunction "S" [0,0];

Declarefunction "N" [0];

Declarefunction "0" [0];
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Axiom "Axiom1" [] ["0 E N"];

Axiom "Axiom2" ["a1 E N"] ["S(a1) E N"];

Axiom "Axiom3" ["S(a1) = 0"] [];

Axiom "Axiom4" ["S(a1)=S(a2)"] ["a1=a2"];

Axiom "Axiom5" ["P1(0)","(Ax1:N.P1(x1)->P1(S(x1)))"] ["(Ax1:N.P1(x1))"];

Declarefunction "+" [0,0,0];

Declarefunction "*" [0,0,0];

Axiom "Axiom6" [] ["a1 + 0 = a1"];

Axiom "Axiom7" [] ["a1+S(a2)=S(a1+a2)"];

Axiom "Axiom8" [] ["a1*0=0"];

Axiom "Axiom9" [] ["a1 * S(a2) = [a1*a2]+a1"];

These commands set the stage for proofs in Peano arithmetic under Mar-
cel. The function S (the successor function) and the set N of natural numbers
are declared as primitive notions (not defined). The numeral 0 is a primitive
in Marcel, so no declaration is needed.

Some axioms are introduced. One should be aware that Marcel knows
about equality and the membership relation (which we write E in Marcel).
We will see below that Marcel knows set builder notation {x | φ}. We do
very little with sets and membership in induction proofs, as you will see, and
what we do is extremely stereotyped.

To see what the axioms are that we entered above, I suggest the following
command.
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- ThmDisplay "Axiom2";

Axiom2:

1: a1 E N

|-

1: S(a1) E N

<hit enter>

When Marcel says <hit enter>, be sure to actually hit enter before you
do anything else; if you type a command before hitting enter, it will not work
correctly.

Marcel has been told that this is a valid sequent, so any substitution for
a2 which makes the hypothesis true should make the conclusion true.

We will see two different commands for applying axioms (or theorems you
prove and save) in proofs.

The theorem we are going to prove is this:

- s "(Ax1:N.0+x1=x1)";

Line number 1:

|-

1: (A x1 : N.0 + x1 = x1)

(Ax1:N. ... ) is Marcel notation for the restricted quantifier (∀x ∈
N. . . .). Marcel does not allow us to make the simplifying assumption that
all objects are natural numbers, so we need to work with the first two axioms
of Peano which we have omitted in our board work.
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- r();

Line number 2:

1: a1 E N

|-

1: 0 + a1 = a1

The right rule for the restricted quantifier adds the assumption that the
arbitrary object belongs to the set N .

Now we use an extremely powerful feature of Marcel.

- ThmCut "Axiom5";

Line number 3:

1: P1(0)

2: (A x1 : N.P1(x1) -> P1(S(x1)))

|-

1: (A x1 : N.P1(x1))

Line number 4:

1: a1 E N

|-

1: P1(0)

2: 0 + a1 = a1
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The ThmCut command is designed to allow efficient use of a theorem. Line
number 3 is the general statement of Axiom 5, though we will specialize it
by making a substitution for the predicate P1.

Line 3 justifies the following procedure: if we can prove P1(0) and (A x1

: N.P1(x1) -> P1(S(x1))) (for any particular choice of a predicate P1),
then we should be able to assume (A x1 : N.P1(x1)) in any subsequent
argument. And we will see that that is the structure of the rest of the proof.
Right now we will use the ng command to see what the other goals are.

- ng();

Line number 5:

1: a1 E N

|-

1: (A x1 : N.P1(x1) -> P1(S(x1)))

2: 0 + a1 = a1

> val it = () : unit

- ng();

Line number 6:

1: (A x1 : N.P1(x1))

2: a1 E N

|-

1: 0 + a1 = a1

- ng();

Line number 4:
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1: a1 E N

|-

1: P1(0)

2: 0 + a1 = a1

If we suppose that P1(x1) means 0+x1=x1 (and shortly we will make it
so) then this is a correct proof strategy: we aim to prove the conclusion
P1(0) (the basis step) in line 4, prove the conclusion (A x1 : N.P1(x1)

-> P1(S(x1))) (the induction step) in line 5, and then in line 6 we can use
to result that (A x1 : N.P1(x1)) (along with the hypothesis a1 E n) to
prove our goal 0 + a1 = a1.

We now set P1 to be the particular predicate we want. As we will see when
lines 4 and 5 show up again, this transformation is carried out throughout
the proof. It does introduce set notation, but we will see that set notation is
handled very simply in Marcel.

- SetPredVar 1 "{x1:N|0+x1=x1}";

Line number 4:

1: a1 E N

|-

1: 0 E {x1 : N|0 + x1 = x1}

2: 0 + a1 = a1

This says that 0 is in a certain set (notice that the set is restricted to N :
it would normally be written something like {x ∈ N.0 + x = x}).
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- r();

Line number 7:

1: a1 E N

|-

1: 0 E N

2: 0 + a1 = a1

There are two things to check to establish that 0 is in the set given above.
The first is that 0 ∈ N : this is a consequence of Axiom 1.

- ThmCut "Axiom1";

Line number 9:

|-

1: 0 E N

Line number 10:

1: 0 E N

2: a1 E N

|-

1: 0 E N

2: 0 + a1 = a1

82



Line 9 reiterates Axiom 1; in line 10 we apply the axiom and now clearly
have a valid sequent.

- d();

Line number 8:

1: a1 E N

|-

1: 0 + 0 = 0

2: 0 + a1 = a1

Now we are finishing the proof that 0 satisfies the condition we are doing
induction on (or the proof that it belongs to the set introduced above). This
will clearly require axiom 6 on our list. So we use ThmCut again.

- ThmCut "Axiom6";

Line number 11:

|-

1: U2 + 0 = U2

Line number 12:

1: U2 + 0 = U2

2: a1 E N

|-

1: 0 + 0 = 0

83



2: 0 + a1 = a1

The prover gives us an unknown variable U2 here because Axiom 6 is true
no matter what value is assigned to a1: we have the power to put in the
value we want with the su command we learned about in the last lab. The
value we want to put in is 0.

- su 2 "0";

Line number 12:

1: 0 + 0 = 0

2: a1 E N

|-

1: 0 + 0 = 0

2: 0 + a1 = a1

and of course this is valid

- d();

Line number 5:

1: a1 E N

|-
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1: (A x1 : N.x1 E {x2 : N|0 + x2 = x2} -> S(x1) E {x2 : N|0

+ x2 = x2})

2: 0 + a1 = a1

Now we are presented with line 5 again. Notice that the predicate P1 has
been replaced here with the expected set. This is the induction step of the
proof.

- r();

Line number 13:

1: a2 E N

2: a1 E N

|-

1: a2 E {x1 : N|0 + x1 = x1}

-> S(a2) E {x2 : N|0 + x2 = x2}

2: 0 + a1 = a1

> val it = () : unit

- r();

Line number 14:

1: a2 E {x1 : N|0 + x1 = x1}

2: a2 E N

3: a1 E N

|-
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1: S(a2) E {x2 : N|0 + x2 = x2}

2: 0 + a1 = a1

> val it = () : unit

- l();

Line number 15:

1: a2 E N

2: 0 + a2 = a2

3: a2 E N

4: a1 E N

|-

1: S(a2) E {x2 : N|0 + x2 = x2}

2: 0 + a1 = a1

Here are a sequence of moves of propositional logic or very simple set
theory which end up with the inductive hypothesis set up completely and
the induction goal almost set up. Marcel will want to prove first that S(a2)
is a natural number, before it sets up the induction goal we expect.

- r();

Line number 16:

1: a2 E N
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2: 0 + a2 = a2

3: a2 E N

4: a1 E N

|-

1: S(a2) E N

2: 0 + a1 = a1

This looks like a job for Axiom 2.

- ThmCut "Axiom2";

Line number 18:

1: U3 E N

|-

1: S(U3) E N
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Line number 19:

1: a2 E N

2: 0 + a2 = a2

3: a2 E N

4: a1 E N

|-

1: U3 E N

2: S(a2) E N

3: 0 + a1 = a1

Remember that when a theorem is introduced it is introduced in complete
generality. The value we want for U3 is a2.

- su 3 "a2";

Line number 19:

1: a2 E N

2: 0 + a2 = a2

3: a2 E N
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4: a1 E N

|-

1: a2 E N

2: S(a2) E N

3: 0 + a1 = a1

> val it = () : unit

- d();

Line number 20:

1: S(a2) E N

2: a2 E N

3: 0 + a2 = a2

4: a2 E N

5: a1 E N

|-

1: S(a2) E N

2: 0 + a1 = a1

> val it = () : unit

- d();

Line number 17:

1: a2 E N
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2: 0 + a2 = a2

3: a2 E N

4: a1 E N

|-

1: 0 + S(a2) = S(a2)

2: 0 + a1 = a1

Now we have the induction goal we expect. The axiom we need to apply
is Axiom 7. We will further need to apply the logical properties of equality:
we will introduce a command which carries out substitutions.

- ThmCut "Axiom7";

Line number 21:

|-

1: U3 + S(U4) = S(U3 + U4)

Line number 22:

1: U3 + S(U4) = S(U3 + U4)

2: a2 E N

3: 0 + a2 = a2
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4: a2 E N

5: a1 E N

|-

1: 0 + S(a2) = S(a2)

2: 0 + a1 = a1

Recall again that ThmCut introduces axioms in full generality. We need
to choose the values for U3 and U4 which will be useful to us here. It should
be clear that these are 0 for U3 and a2 for U4.

- su 3 "0"; su 4 "a2";

Line number 22:

1: 0 + S(U4) = S(0 + U4)

2: a2 E N

3: 0 + a2 = a2

4: a2 E N

5: a1 E N

|-

1: 0 + S(a2) = S(a2)

2: 0 + a1 = a1

> val it = () : unit
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-

Line number 22:

1: 0 + S(a2) = S(0 + a2)

2: a2 E N

3: 0 + a2 = a2

4: a2 E N

5: a1 E N

|-

1: 0 + S(a2) = S(a2)

2: 0 + a1 = a1

Now there is no escape from the need to know how to deal with substi-
tutions justified by equations. The command rwr nil will make all substi-
tutions into the first proposition on the right that are justified by the first
proposition on the left, if this happens to be an equation. There are a number
of variations of this command; I may add some explanation and examples of
these other commands to the notes eventually. nil is ML notation for the
empty list; it could be replaced with a list of numbers if we wished to make
only some of the substitutions allowed by the equation.

- rwr nil;

Line number 23:
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1: 0 + S(a2) = S(0 + a2)

2: a2 E N

3: 0 + a2 = a2

4: a2 E N

5: a1 E N

|-

1: S(0 + a2) = S(a2)

2: 0 + a1 = a1

We bring the equation in line 3 forward and use it to make a further
substitution.

- gl 3;

Line number 23:

1: 0 + a2 = a2
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2: a2 E N

3: a1 E N

4: 0 + S(a2) = S(0 + a2)

5: a2 E N

|-

1: S(0 + a2) = S(a2)

2: 0 + a1 = a1

> val it = () : unit

- rwr nil;

Line number 24:

1: 0 + a2 = a2

2: a2 E N

3: a1 E N

4: 0 + S(a2) = S(0 + a2)

5: a2 E N
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|-

1: S(a2) = S(a2)

2: 0 + a1 = a1

Marcel recognizes the reflexive rule of equality. If the first equation on
the right is of the form t = t, the r(); command finishes the proof of the
sequent.

- r();

Line number 6:

1: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})

2: a1 E N

|-

1: 0 + a1 = a1

The last part of the proof doesn’t have an analogue in our usual presen-
tation: we show that the universal result we proved by induction actually
proves our conclusion. I’m going to run through this part largely without
comment, at least for now.

- l();

Line number 25:

1: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})
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2: a1 E N

|-

1: U4 E N

2: 0 + a1 = a1

> val it = () : unit

- su 4 "a1";

Line number 25:

1: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})

2: a1 E N

|-

1: a1 E N

2: 0 + a1 = a1

> val it = () : unit

- Triv 2 1;

Line number 25:

1: a1 E N

2: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})

|-

1: a1 E N

2: 0 + a1 = a1
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Line number 25:

1: a1 E N

2: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})

|-

1: a1 E N

2: 0 + a1 = a1

Line number 26:

1: a1 E {x1 : N|0 + x1 = x1}

2: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})

3: a1 E N

|-

1: 0 + a1 = a1

> val it = () : unit

- l();

Line number 27:

1: a1 E N

2: 0 + a1 = a1

3: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})

4: a1 E N

|-
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1: 0 + a1 = a1

> val it = () : unit

- Triv 2 1;

Line number 27:

1: 0 + a1 = a1

2: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})

3: a1 E N

4: a1 E N

|-

1: 0 + a1 = a1

Line number 27:

1: 0 + a1 = a1

2: (A x1 : N.x1 E {x2 : N|0 + x2 = x2})

3: a1 E N

4: a1 E N

|-

1: 0 + a1 = a1

Q. E. D.
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Lab exercises. Attempt the following proofs.

s "(Ax1:N.x1=0 v (Ex2:N.x1=S(x2)))";

In this example the set you introduce with SetPredVar

should be {x1:N|x1=0 v (Ex2:N.x1=S(x2))}

(* we know this proof is easy if rather weird on the board,

and we hope the same will be true in Marcel *)

s "(Ax1:N.(Ax2:N.S(x1)+x2=S(x1+x2)))";

There was an error here in the

original version -- the bounds on the quantifiers were left off.

The set you introduce will be {x2:N|(Ax1:N.S(x1)+x2=S(x1+x2))} (THIS IS CHANGED)

(* You should recognize this as the other lemma in the

proof of commutativity of addition *)

If you finish the second example and you are interested in attempting

the full proof of the commutativity of addition, I will advise you

how to record proved sequents as theorems you can use with ThmCut

just as you use the axioms. I will insert this into the example above.

5 Completeness of first order logic

This was proved on the 25th and 27th of February. We will present it as a
single section.

In this section we show that the system of predicate logic (or first order
logic) which we have defined has two important properties.

5.1 Soundness of our logic

Our system is sound : this means that any sequent we prove is valid. This
follows from the assertions that the axioms are valid and each sequent rule
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is correct – that is, if the premises are valid then the conclusion is valid.
We have shown this for the rules of propositional logic. We show here that
the rules for the existential quantifier are correct (the rules for the universal
quantifier can be derived from the rules for the existential quantifier and the
rules for negation).

The right rule for the existential quantifier says that if Γ ` P [t], (∃x.P [x]),∆
is valid (t being any expression at all), then Γ ` (∃x.P [x]),∆ is valid. To
prove this, suppose that Γ ` P [t], (∃x.P [x]),∆ is valid: our goal is to show
that Γ ` (∃x.P [x]),∆ is valid. To show this, let I be an interpretation
which makes each sentence in Γ true. Our goal is now to show that either
some sentence in ∆ is true or (∃x.P [x]) is true. By assumption (because
Γ ` P [t], (∃x.P [x]),∆ is valid) we know that either P [t], (∃x.P [x]), or some
sentence in ∆ is true – but if P [t] is true then (∃x.P [x]) is true, and of course
in the other two cases our goal is true. (It is also easy to show that the
converse of this rule is correct).

The left rule for the existential quantifier says that if Γ, P [a] ` ∆ is valid,
then Γ, (∃x.P [x]) ` ∆ is valid, where a is a simple constant which does not
appear in Γ, (∃x.P [x]) ` ∆. Suppose that Γ, P [a] ` ∆ is valid. Let I be an
interpretation which makes each sentence in Γ and (∃x.P [x]) true. Our new
goal is to show that I makes some sentence in ∆ true. Let w be a witness
to (∃x.P [x]) for the interpretation I: modify the interpretation I by causing
the constant a to refer to w instead of whatever it referred to before: call
the modified interpretation I ′. Since I ′ makes each sentence in Γ and P [a]
true, I ′ makes some sentence in ∆ true by assumption. But any sentence in
∆ that I ′ makes true will also be made true by I, because no sentence in ∆
refers to the constant a, and the meaning assigned to a is the only difference
between the two interpretations. So I makes some sentence in ∆ true and
we are done.

We note that it is also easy to see that our formal rules for equality are
sound.

5.2 The cut rule and Marcel’s ThmCut command

We introduce a new rule (the cut rule) which is also valid in our system (it
is true but beyond the scope of our course that the cut rule is redundant:
anything that can be proved with it can be proved without it; but the cut rule
makes the proof of completeness of our logic below much easier to present).
The cut rule also motivates the ThmCut command of Marcel, and we will
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discuss this.
The cut rule is this:

Γ`A,∆ Γ, A`∆

Γ`∆

We prove that the cut rule is correct. Suppose that Γ`A,∆ and Γ, A`∆
are valid. Suppose that I is an interpretation which makes each sentence in Γ
true. We need to show that some sentence in ∆ is true. Since each sentence
in Γ is true, we can conclude from our second assumption that either A is
true or some sentence in ∆ is true. In the second case we are done; in the first
case we have each sentence in Γ true and A true, so by our first assumption
some sentence in ∆ is true. This completes the proof.

A special case of the cut rule which might be enlightening is this:

Γ`L Γ, L`C
Γ`C

If we use our assumptions Γ to prove a line L, then use the assumptions
Γ and the new line L to prove a conclusion C, then we have of course proved
C.

Now we give an account of why the ThmCut command of Marcel works.
Suppose that A,B ` C,D is valid: we have proved this as an axiom or
assumed it as a theorem. We want to use this in the proof of a general
sequent Γ ` ∆. We apply the cut rule using A ∧ B → C ∨ D as the new
sentence introduced.

Γ, A,B `C,D,∆knowntobevalid
Γ, A ∧ B `C ∨D,∆

Γ`A ∧ B → C ∨D,∆

Γ`A,∆premise Γ`B,∆premise
Γ`A ∧ B,∆

Γ, C `∆premise Γ, D `∆premise

Γ, C ∨D `∆

Γ, A ∧ B → C ∨D `∆

Γ`∆

And this is what ThmCut does: it produces a sequent which is recorded as
proved (the “known to be valid” one above), justified by the theorem, then
creates as new goals a sequent proving each of the hypotheses of the theorem
and a sequent using each of the possible conclusions of the theorem as a new
hypothesis. If there are more or fewer hypotheses or conclusions it should
be clear what will happen. Finally, any substitution of particular values for
constants appearing in A,B ` C,D still gives a valid sequent: this is why
Marcel changes any contants an in the theorem to “unknown variables” Un

which you can reset to whatever you need with the su command.
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5.3 Completeness of our logic

The second and more profound property of our system is that it is complete:
any valid sequent is provable. We have shown above that propositional logic
is complete.

Our strategy is to prove the contrapositive: any unprovable sequent is
invalid. We introduce a sequent Γ0 ` ∆0 which is assumed to be unprovable,
and construct an interpretation under which each sentence in Γ0 is true and
each sentence in ∆0 is false.

We describe the construction of a sequence of unprovable sequents Γi `
∆i, where i can take on any natural number value. The definition will be
recursive: we have already introduced the sequent Γ0 ` ∆0, and we will now
explain how to define an unprovable sequent Γi+1 ` ∆i+1 if we have defined
an unprovable sequent Γi ` ∆i.

We restrict the logical operators of our language to negation, conjunction
and the existential quantifier. This simplifies our proof.

We need a list Fi (indexed by the natural numbers) which contains all
the sentences of our language. If we assume that we use a finite alphabet
of characters, it is easy to see that this is possible in principle: first list
all the one-character sentences (if there are any), then all the two-character
sentences, then all the three character sentences, and so forth. The number
of sentences of length n for any fixed n will be finite (no more than An where
A is the number of symbols in our alphabet) so all sentences will eventually
be listed. Of course we would not actually want to make this list!

Recursive Construction: Suppose that Γi ` ∆i has been constructed and
is unprovable (using the rules of our system given so far plus the cut
rule).

Case 1: If Γi ` Fi,∆i is unprovable, we define Γi+1 as Γi and ∆i+1 as ∆i ∪
{Fi}: note that Γi+1 ` ∆i+1 is in this case unprovable as well.

Case 2: If Γi ` Fi,∆i is provable, then Γi, Fi ` ∆i cannot be provable. If
it were then Γi ` ∆i would be provable by the cut rule, contrary to
assumption.

Case 2.1: If Fi is not an existential statement, we set Γi+1 = Γi∪{Fi}
and ∆i+1 = ∆i.
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Case 2.2: If Fi is an existential statement (∃x.P [x]), then we choose
a constant a not mentioned in either Γi, ∆i, or Fi (this is possible
because there are only finitely many sentences involved, and we
can have infinitely many constants ai in our language): we set
Γi+1 = Γi ∪ {(∃x.P [x]), P [a]} and ∆i+1 = ∆i. We need to verify
that Γi+1 ` ∆i+1 is unprovable in this case: if we could prove
Γi+1 ` ∆i+1, that is Γi, (∃x.P [x]), P [a] ` ∆i, then we would be
able to prove Γi, (∃x.P [x]) ` ∆i by the left rule for the existential
quantifier (a is a new variable by the standard needed for that
rule), and this is Γi, Fi ` ∆i, which we know is unprovable.

It is important to notice that this is not a computable procedure: we
cannot effectively determine whether Γi ` Fi,∆i is provable at each step, for
example. But we do not need to: all we claim is that it is either provable
or it isn’t. Based on the facts of the situation, we have defined the sequence
of unprovable sequents unambiguously, though we cannot use a computer to
determine what they are.

We define Γ∞ as the union of all the sets Γi, and ∆∞ as the union of all
the sets ∆i. Our interpretation will assign the value true to each sentence in
Γ∞ and the value false to each sentence in ∆∞. What we have to do is check
that this makes sense.

The facts we need to check are the following:

well-definedness: Each sentence P is in either Γ∞ or ∆∞.

consistency: No sentence P is in both Γ∞ and ∆∞.

negation: ¬P is in Γ∞ iff P is not in Γ∞.

conjunction: P ∧Q is in Γ∞ iff P is in Γ∞ and Q is in Γ∞.

existential quantifier (witness property): (∃x.P [x]) is in Γ∞ iff there is
a term t such that P [t] is in Γ∞.

These properties are sufficient to ensure that the logical operations have
the correct properties. There is a final question about the reference of terms t
of our language: if P (t) is an atomic sentence belonging to Γ∞, what object
is being assigned the property represented by P? An easy answer is “the
term “t” itself (considered as a character string)”, and this will work if we
do not include equality in our system. A more refined answer would be “the
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equivalence class {u | t ∼ u} where t ∼ u means “t = u belongs to Γ∞”. The
rules for equality enforce the fact that t = t ∈ Γ∞ and the fact that if t = u
is in Γ∞ and P [t] is in Γ∞, so is P [u]. In either case, the interpretation we
construct is based on the formal language itself that we are using. We do
not enter into technicalities about equality, but merely prove the statements
above which show that the propositional connectives and quantifiers have the
right logical properties.

well-definedness: Each sentence P is in either Γ∞ or ∆∞.

Proof: This follows by the construction: each sentence Fi is in either Γi+1

or ∆i+1 by examination of the cases of the construction, and so is in
either Γ∞ or ∆∞.

consistency: No sentence P is in both Γ∞ and ∆∞.

Proof: Suppose otherwise: P ∈ Γ∞ and P ∈ ∆∞. It follows that for some
i and j, P ∈ Γi and P ∈ ∆j. Now we see that P ∈ Γmax(i,j) and
P ∈ ∆max(i,j), from which it follows that Γmax(i,j) ` ∆max(i,j) is prov-
able (because it would be an axiom of sequent calculus) which is a
contradiction.

negation: ¬P is in Γ∞ iff P is not in Γ∞.

Proof: Suppose ¬P ∈ Γ∞. Our goal is to prove that P is not in Γ∞.
Suppose otherwise for the sake of a contradiction. Then there will be
a Γi containing both P and ¬P . But then Γi ` ∆i, or equivalently
Γi, P,¬P ` ∆i, will be provable by an application of the left rule of
negation, which is a contradiction.

Suppose P is not in Γ∞. Our goal is to prove that ¬P is in Γ∞.
Suppose otherwise for the sake of a contradiction. By consistency and
well-definedness, we have P and ¬P both in ∆∞, and so both in some
∆i. It then follows that Γi ` ∆i, or equivalently Γi ` ¬P, P,∆i, is
provable by an application of the right rule for negation, which is a
contradiction.

conjunction: P ∧Q is in Γ∞ iff P is in Γ∞ and Q is in Γ∞.

Suppose P ∧ Q is in Γ∞. Our goal is to show that P and Q are
both in Γ∞. Suppose otherwise. Then either P is in ∆∞ or Q is in
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∆∞. Suppose (first case) that P is in ∆∞. Then for some i, P ∧ Q
is in Γi and P is in ∆i. This means that the sequent Γi ` ∆i can be
written Γi, P ∧ Q ` P,∆i: this sequent is provable (apply left rule for
conjunction and one obtains an axiom), and this is a contradiction.
Suppose (second case) that Q is in ∆∞. Then for some i, P ∧ Q is
in Γi and Q is in ∆i. This means that the sequent Γi ` ∆i can be
written Γi, P ∧Q ` Q,∆i: this sequent is provable (apply left rule for
conjunction and one obtains an axiom), and this is a contradiction.

Suppose P and Q are both in Γ∞. Our goal is to show that P ∧ Q is
in Γ∞. Suppose otherwise. Then P ∧ Q is in ∆∞, and for some i we
have P,Q both in Γi and P ∧ Q in ∆i. We can then write Γi ` ∆i in
the form Γi, P,Q ` P ∧Q,∆i. But this sequent is provable: apply the
right rule of conjunction to get two premises each of which is an axiom.
This is a contradiction.

existential quantifier (witness property): (∃x.P [x]) is in Γ∞ iff there is
a term t such that P [t] is in Γ∞.

Suppose (∃x.P [x]) is in Γ∞. Our goal is to show that there is a term
t such that P [t] is in Γ∞. This falls directly out of the construction.
(∃x.P [x]) = Fi for some i. At stage i, (∃x.P [x]) was added to Γi+1 (it
cannot have been added to ∆i+1 by consistency) and so it was added
along with a sentence P [a], by examination of the definition of the
Construction. P [a] is then clearly in Γ∞.

Suppose that for some term t, P [t] is in Γ∞. Our goal is to show that
(∃x.P [x]) is in Γ∞. Suppose otherwise: then (∃x.P [x]) is in ∆∞. For
some i, P [t] is in Γi and (∃x.P [x]) is in ∆i. We can then write Γi ` ∆i

in the form Γi, P [t] ` (∃x.P [x]),∆i. But this sequent is provable by an
easy application of the right rule for the existential quantifier to get an
axiom, and this is a contradiction.

So we obtain an interpretation of our language under which each sentence
in Γ∞ (and so each sentence in Γ0) and each sentence in ∆∞ (and so each
sentence in ∆0) is false, so the original sequent Γ0 ` ∆0 is seen to be invalid,
which is our final goal.

It is worth saying, though it is beyond the scope of these notes to prove
it, that the situation for predicate logic (first-order logic) is not as nice as
for propositional logic. Propositional logic is decidable: it can be determined
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mechanically whether a sequent is valid or not. It can be proved that first-
order logic is not decidable: we can write a computer procedure which in
principle will find a proof of any sequent if there is one. But there is no way
to tell the difference between the situation where this algorithm is not finding
a proof because there isn’t one and the situation where the proof search is
merely taking a long time.

6 Constructions in set theory

In earlier sections we have completely formalized the notion of mathematical
argument (in propositional and predicate logic), presented its application to
some familiar mathematical content, and shown that this formalized notion
of mathematical argument has some nice properties (soundness and com-
pleteness). In this section we will give some indication of how the question
of what mathematical objects are can be formalized: the modern answer is
that they are all sets .

6.1 March 2, 2009: introduction to set theory

In modern mathematics, it is supposed that all mathematical objects are at
bottom sets, so every mathematical concept can be implemented in terms of
set theory.

In set theory we have a basic predicate x ∈ y (x is an element of y). We
should be careful not to be too sure that we know what this means. There
is a tendency to think that a set is made up of its elements as parts, and we
will show that this cannot be the case.

The criterion for two sets to be the same is simple.

Axiom of Extensionality: If A and B are sets, A = B ↔ (∀x.x ∈ A ↔
x ∈ B).

There is a slight quibble here: suppose A and B are not sets. We would
suppose that a non-set (and most common sense objects are not sets) would
have no elements. But the usual convention in mathematics is that all objects
are sets (just as we assumed in formal arithmetic that all objects were natural
numbers).

Then there is the question of what sets there are. An intuitively appealing
principle is this:
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Axiom of (Naive) Comprehension: For each sentence P [x] in which the
variable A is not mentioned, (∃A.(∀x.x ∈ A↔ P [x])) is an axiom. The
object A (which is unique by extensionality) may be written {x | P [x]}.

This is nonsense. The interesting thing is that it seems to have taken
decades for mathematicians who were developing set theory in the 19th cen-
tury to notice this.

Theorem (Russell’s Paradox): The naive comprehension axiom is false.

Proof: Let P [x] be x 6∈ x [x 6∈ y is defined as ¬x ∈ y as usual]. The
Axiom of Comprehension says that there is a set R such that for all x,
x ∈ R↔ x 6∈ x. This will be true for x := R: R ∈ R↔ R 6∈ R is false,
so we have a contradiction.

We will discuss two solutions to this problem. One of them is simple
type theory, which is based ultimately on Russell’s much more complicated
solution to his own paradox, and which is (more or less) implemented in
Marcel. The other is the set theory of Zermelo, which is a subsystem of the
generally accepted set theory ZFC .

The solution in both set theories is that we cannot take the collection of
all things with a certain property and expect that collection to be one of the
things you started with. If we are given a domain of objects, every property
we can articulate determines a subset of that domain, but the subset may
not be one of the things in the domain we started with.

In type theory we start with a domain of individuals which we call “type
0”. All subcollections of type 0 determined by whatever property are mem-
bers of a domain of sets which we call “type 1”. In general, all subcollections
of type n determined by whatever property are members of a domain of sets
which we call “type n+ 1”.

Each variable in our language has a type. If we write a type n variable
in the form xn, we note that we do not say xm = yn unless m = n, and we
do not say xm ∈ yn unless m + 1 = n. Each atomic sentence (equality and
membership being our only primitive predicates) takes the form xn = yn or
the form xn ∈ yn+1.

Our axioms are then extensionality and comprehension as above, but
there is no paradox:

Axiom of Extensionality: An+1 = Bn+1 ↔ (∀xn.xn ∈ An+1 ↔ xn ∈
Bn+1).
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Axiom of Comprehension: For each sentence P [xn] in which the variable
An+1 is not mentioned, (∃An+1.(∀xn.xn ∈ An+1 ↔ P [xn])) is an axiom.
The object A (which is unique by extensionality) may be written {x |
P [x]}.

Russell’s paradox cannot be deduced because ¬x ∈ x is ungrammatical
in the language of type theory: if the variable x is type n, it must also be
type n+ 1, which is impossible.

It is not necessary to tag all one’s variables with integer superscripts to
do type theory. One can deduce the relationships between types in sentences
of the language of set theory and mechanically recognize sentences which
cannot make sense in type theory. Marcel type-checks definitions of sets and
only accepts those in which all bound variables can be assigned types in a
way which makes sense.

Historically, the more popular approach to set theory is that of Zermelo.
He first presented his theory in 1908; it was modified and extended in the
1920’s and 1930’s.

The axiom of extensionality is adopted.

Axiom of Extensionality: (∀A.(∀B.A = B ↔ (∀x.x ∈ A↔ x ∈ B)))

We state this in the form which presumes that everything is a set.
Zermelo’s restriction of comprehension is that we can collect all the ele-

ments of a previously given set with a given property and get a new set.

Axiom of Separation: For any property P [x] not mentioning the variables
A or B, (∀A.(∃B.(∀x.x ∈ B ↔ x ∈ A ∧ P [x]))) is an axiom. The set
B is unique by extensionality (if a value for A is fixed), and may be
called {x ∈ A | P [x]}.

The axiom of separation together with logic gives us one set: it is a
principle of logic that there is something, so we can introduce some object A
and consider {x ∈ A | x 6= x}, which has no elements. We can prove easily
that two objects each of which have no elements must be equal (this follows
from extensionality). We define ∅ as the unique empty set.

We can apply the argument of Russell’s paradox to prove something from
Separation, but we do not prove an absurdity. For any set A, the axiom
of separation gives us the existence of the set RA = {x ∈ A | x 6∈ x}.
For any x, we have x ∈ RA ↔ x ∈ A ∧ x 6∈ x. Setting x to RA, we get
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RA ∈ RA ↔ RA ∈ A ∧ RA 6∈ RA. If we had RA ∈ A, we would obtain the
same contradiction as above, so RA 6∈ A (and RA 6∈ RA) are theorems. This
means that there is no universal set in Zermelo set theory (that is, there is
no set V such that (∀x.x ∈ V ).

The axiom of separation does not give us any specific sets other than the
empty set. In fact, if we suppose that the only object in the universe is ∅,
both axioms hold, so it is clear that we cannot use these axioms to construct
anything else! The rest of the axioms give us more sets to work with.

Axiom of Pairs: (∀xy.(∃z.(∀w.w ∈ z ↔ w = x ∨ w = y))). The set z is
unique (if values for x and y are fixed) and is written {x, y}. If x = y
we write {x}.

It is important to observe here that {x} is different from x (a clear in-
dication that a set is not obtained by putting its elements together into a
whole). This can be seen by looking at specific sets. Define 0 as ∅ and 1 as
{∅}. Notice that these sets are not the same: 0 has no elements at all, and
1 has one element, namely 0. The set 2 = {0, 1} has two elements, 0 and
1. But {2} = {{0, 1}} has just one element. There is no proof here that we
might not have some objects x such that x = {x}, but what we can show is
that this cannot be true for all objects.

Using the axioms so far, we can build an infinite number of distinct sets,
but we cannot build any set with more than two elements.

Axiom of Union: (∀x.(∃y.(∀z.z ∈ y ↔ (∃w.z ∈ w ∧ w ∈ x)))). The set y
is determined uniquely by x and may be written

⋃
x. The elements of⋃

x are the elements of the elements of x.

Definition: We define x∪ y as
⋃{x, y}. The elements of x∪ y are all those

things which are either elements of x or elements of y.

We can now build sets of all finite sizes. If we have a set A with n
elements, we have shown that there must be some x 6∈ A, and A ∪ {x} will
have n + 1 elements. We can define {x1, x2, . . . , xn} (the usual list notation
for finite sets) recursively on n as {x1} ∪ {x2, . . . , xn}.

If we allow ourselves to write ∅ as {}, we can now construct all the sets
which are represented by notations built entirely out of brackets and commas.
These are called the “hereditarily finite” sets.
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Axiom of Infinity (original Zermelo form): (∃I.∅ ∈ I ∧ (∀x ∈ I.{x} ∈
I))

The purpose of this axiom is to give us an infinite set. It does not give
us a uniquely determined infinite set (for example, we cannot tell whether 2
is in a set I witnessing the axiom, though we know that if 2 is in the set, so
is {2}, {{2}}, etc.).

We can define a definite infinite set Z, though. For any set I witnessing
the axiom of Infinity, define Z = {x ∈ I | (∀J.∅ ∈ J ∧ (∀y ∈ J.{y} ∈ J) →
x ∈ J)}. The set Z is the intersection of all the sets which witness the truth
of the axiom, and so is uniquely determined (the choice of witness I does not
affect the extension of Z).

Z is the set {∅, {∅}, {{∅}}, {{{∅}}}, . . .}.
Zermelo used Z to implement the natural numbers: he defined 0 as ∅ and

n+ 1 as {n}. We will see that this implementation works, but we will use a
different one (which motivates a different form for the axiom of infinity).

Definition: We define x ⊆ y as (∀z.z ∈ x → z ∈ y). We read this “x is a
subset of y”.

Axiom of Power Set: (∀x.(∃y.(∀z.z ∈ y ↔ z ⊆ x))). The set y is uniquely
determined when a value for x is fixed and is written P(x) and called
the power set of x. The elements of the power set of x are the subsets
of x.

We will see below that the Axiom of Power Set allows us to show the
existence of uncountably infinite sets (I changed the order in which the axioms
are introduced so that new sets could be constructed with the introduction
of each new axiom, which is not the case if we introduce Power Set before
Infinity: Power Set only lets us construct new sets if we start with an infinite
set already available.

Note that ∅ ⊆ A is true for every A, as is A ⊆ A. This fact seems to
lead students to a misconception that ∅ is an element of every set: this is
not true.

If there is a relation of part to whole for sets, it is the subset relation,
not the membership relation. If A is a part of B and B is a part of C, then
we expect A to be a part of C. It is true that A ⊆ B ∧ B ⊆ C → A ⊆ C
(the subset relation is transitive). It is not true that A ∈ B and B ∈ C
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necessarily implies A ∈ C. For example, 0 ∈ {0, 1} and {0, 1} ∈ {{0, 1}},
but 0 6∈ {{0, 1}}.

I will try to say that sets contain their elements and include their subsets.
Words like this (and the preposition “in”) are often used confusingly and
inconsistently in set theory.

6.2 March 3, 2009: lab V (continuation of Lab IV)

During this lab session, students had the opportunity to complete the lab IV
induction proofs.

On my web page, there is a file lab5stuff.mlg which contains a script
with the axioms for lab IV and a proof of (Ax1:N.0+x1=x1). At the end of
this script I issue the command NameSequent 1 "Lemma1";, which records
the theorem with name Lemma1 so that it can be used with ThmCut in the
same way as the axioms. Prove 1 "Lemma1"; has the same effect.

If you log your proof of the second example in Lab IV (and similarly
use the same command indicated above to record this theorem for use with
ThmCut (with a different name, such as Lemma2), then you can try proving
(Ax1:N.(Ax2:N.x1+x2=x2+x1)) by induction (commutativity of addition).
This is not required, though.

The final results for Lab IV are due next Tuesday.

6.3 March 4th and 6th, 2009: implementation of math-
ematical concepts: (Zermelo) natural numbers, proof
strategy for set theory, the ordered pair, basics of
functions and relations

The role that set theory plays in the foundations of mathematics is to provide
a common framework in which concepts from all branches of mathematics
can be implemented.

6.3.1 Zermelo’s implementation of the natural numbers

For example, the natural numbers are usually implemented using the follow-
ing scheme of definitions:

0 = ∅
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1 = {0}
2 = {0, 1}

3 = {0, 1, 2}
. . .

n+ 1 = {0, . . . , n}
and so forth. This definition is due to John von Neumann (and we will

give a completely formal version).
However, one should resist a feeling of mystical revelation here: we do not

claim to have proved to you that 2 is the set {0, 1} for example. That is a
feature of the implementation. The best way to see what is essential and what
is accidental is to notice that there are other implementations (such as the
one we actually gave in detail on this day). Zermelo originally implemented
the natural numbers as follows:

0 = ∅
1 = {0}
2 = {1}
3 = {2}
. . .

n+ 1 = {n}
We now give a more formal treatment of the Zermelo implementation of

the natural numbers.
Zermelo’s axiom of infinity says (∃I.∅ ∈ I ∧ (∀x ∈ I.{x} ∈ I)): there is a

set I which contains ∅ and contains the singleton of each of its elements.
The axiom does not uniquely determine what I is, but it does (in combina-

tion with the axiom of separation) allow us to present a uniquely determined
set Z (which is the set of Zermelo natural numbers).

Definition: We say that a set I is Zermelo-inductive iff ∅ ∈ I and for all
x ∈ I, we also have {x} ∈ I. So the Axiom of Infinity just says “There
is a Zermelo-inductive set”. Z is defined as the collection of all sets
which belong to all Zermelo-inductive sets. It may not be clear that the
axioms allow us to construct this set: however, they do: let I be any
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Zermelo-inductive set (there is at least one by Infinity) and formally
define Z as

{x ∈ I | (∀J.∅ ∈ J ∧ (∀y ∈ I.{y} ∈ I)→ x ∈ J)}.

This is the set of all x ∈ I such that x belongs to each Zermelo-inductive
set. Notice that any set which belongs to all Zermelo-inductive sets
belongs to I “as well” (since it is one of them) so belongs to this set
Z, and further that any set which belongs to Z belongs to all Zermelo-
inductive sets. So the definition of Z does not depend on the choice of
I.

A set I which witnesses the axiom of infinity (a Zermelo-inductive set)
will contain ∅, {∅}, {{∅}} and so forth. But it might contain other things.
For example, if this set contains 2 = {0, 1}, we conclude that it must also
contain {2}, {{2}} . . ., but we have no way of telling whether 2 is contained
in I.

However, we can prove that 2 6∈ Z. Let I be a Zermelo-inductive set. We
claim that I ′ = {x ∈ I | x = ∅∨(∃y.{y} = x)} is also a Zermelo-inductive set.
∅ ∈ I ′ is obvious from the definition, and if x ∈ I ′, we can deduce that x ∈ I
(because I ′ is a subset of I), that {x} ∈ I (because I is Zermelo-inductive)
and so that {x} ∈ I ′ (because I ′ is the set whose elements are ∅ and all the
singleton sets belonging to I). So I ′ is Zermelo-inductive. Suppose 2 ∈ Z.
Then 2 belongs to any Zermelo-inductive set. Let I be any Zermelo-inductive
set at all (there is one by Infinity): then I ′ is an inductive set, so 2 ∈ I ′. But
2 is neither empty nor a singleton, so this is a contradiction.

We now describe the implementation of Peano arithmetic using Z. We
interpret 0 as meaning ∅, S(x) as {x}, and N as Z. It remains to verify that
the axioms hold: we will check the five original Peano axioms (we may come
back later to talk about how to implement addition and multiplication).

1. The axiom 0 ∈ N translates to ∅ ∈ Z. Every Zermelo-inductive set
contains ∅ by the definition of “Zermelo-inductive”, so ∅ belongs to
every Zermelo-inductive set, so ∅ ∈ Z follows by the definition of Z.

2. The axiom (∀x ∈ N.S(x) ∈ N) translates to (∀x ∈ Z.{x} ∈ Z). Sup-
pose that x is an arbitrary element of Z. Our goal is to show {x} ∈ Z.
We need to show that for any Zermelo-inductive set I, {x} ∈ I. Let J
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be an arbitrarily chosen Zermelo-inductive set. Because J is Zermelo-
inductive, x ∈ J (we assumed x ∈ Z, so x belongs to every Zermelo-
inductive set). It then follows that {x} ∈ J , because J is Zermelo-
inductive. This is what we wanted to show.

3. The axiom (∀x ∈ N.S(x) 6= 0} translates to (∀x ∈ Z.{x} 6= ∅}). Let
x be an arbitrarily chosen element of Z. Our goal is {x} 6= ∅: if we
assume {x} = ∅ for the sake of a contradiction, we note that x ∈ {x},
and from this deduce x ∈ ∅ by substitution of equals for equals, which
is absurd.

4. The axiom (∀xy ∈ N.S(x) = S(y) → x = y) translates to (∀xy ∈
Z.{x} = {y} → x = y}). Let x and y be arbitrarily chosen elements of
Z. Assume {x} = {y}. Our goal is to show x = y. Note that x = y is
equivalent to x ∈ {y} (definition of {y} and axiom of pairing), which
is equivalent to x ∈ {x} (substitution property of equality) which is
equivalent to x = x, which is simply true. This completes the proof.

5. The axiom (∀A.0 ∈ A ∧ (∀x ∈ N.x ∈ A → S(x) ∈ A) → (∀y ∈ N.y ∈
A)) is interpreted as (∀A.∅ ∈ A ∧ (∀x ∈ Z.x ∈ A→ {x} ∈ A)→ (∀y ∈
Z.y ∈ A)). Let A be an arbitrarily chosen set. Assume ∅ ∈ A and
(∀x ∈ Z.x ∈ A→ {x} ∈ A). Our goal is to show (∀y ∈ Z.y ∈ A).

Consider the set A ∩ Z = {x ∈ Z | x ∈ A}. We claim that this set is
Zermelo-inductive. ∅ ∈ A∩Z because we know that ∅ ∈ A and ∅ ∈ Z.
Suppose x ∈ A ∩ Z. Since x ∈ Z and x ∈ A we have {x} ∈ Z by the
assumption (∀x ∈ Z.x ∈ A → {x} ∈ A) above. We have shown above
that x ∈ Z implies {x} ∈ Z, so we have {x} ∈ A ∩ Z, so A ∩ Z is
Zermelo-inductive.

Now let n be an arbitrarily chosen element of Z. n belongs to every
Zermelo-inductive set by definition of Z, so it belongs to A ∩ Z, so it
belongs to A. We have shown that every element of Z belongs to A,
which was our final goal.

We cannot do anything with the formal definitions of addition and multi-
plication until we have laid the foundations for the theories of relations and
functions. Relations are understood to be sets of ordered pairs, and functions
are a special kind of relation: if we had a sensible notion of ordered pair we
would be able to proceed to the theories of relations and functions.
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6.3.2 Proof strategy for set theory

We discuss proof strategy in set theory. There are two basic kinds of sentences
in set theory: equations and membership statements.

Equations as assumptions: We use an equation which we have assumed
or deduced to make substitutions: if we have assumed or deduced a = b
and P [a/x] then we can further deduce P [b/x].

A specific case is that if we have a ∈ A and A = B (or B = A), we can
deduce a ∈ B.

Equations as goals: We use the axiom of extensionality to formulate a
proof strategy for equations: to prove that a = b, prove (∀x.x ∈ a ↔
x ∈ b).
This can be unpacked:

to prove: a = b

introduce an arbitrary c.

Assumption 1: c ∈ a
Goal 1: c ∈ b
Assumption 2: c ∈ b
Goal 2: c ∈ a
Note that Assumption 1 can only be used in the proof of Goal
1, and Assumption 2 can only be used in the proof of Goal 2, as
usual.

Membership statements as goals: set builders: To prove a ∈ {x ∈ A |
P [x]}, prove a ∈ A and prove P [a].

pairs: To prove a ∈ {b, c}, prove a = b ∨ a = c. To prove a ∈ {b},
prove a = b.

unions: To prove a ∈ ⋃A, prove (∃x ∈ A.a ∈ x).

power sets: To prove a ∈ P(A), prove a ⊆ A.

This is worth presenting as a separate strategy. Since a ⊆ b means
(∀x.x ∈ a→ x ∈ b), we can use our usual proof strategy to unpack
it into:
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to prove: a ⊆ b
introduce an arbitrary c.

Assume: c ∈ a
Goal: c ∈ b
Notice that our strategy for proving a = b above is the strategy
for proving a ⊆ b, then proving b ⊆ a.

Using membership statements which have been deduced or assumed:
The rules here are very similar, as the basic idea of using a member-
ship statement (as hypothesis or goal) is to replace it with a logically
equivalent statement obtained by expanding the definition of the set.

set builders: If you have deduced or assumed a ∈ {x | P [x]}, you
may further deduce a ∈ A and P [a].

pairs: If you have deduced or assumed a ∈ {b, c} you may further
deduce a = b ∨ a = c. If you have deduced or assumed a ∈ {b}
you may further deduce a = b.

unions: If you have deduced or assumed a ∈ ⋃A, you may further
deduce (∃x.a ∈ x ∧ x ∈ A).

power sets: If you have deduced or assumed a ∈ P(A), you may
further deduce a ⊆ A.

One can also note that if one has assumed or deduced a ∈ b and
b ⊆ c, one may further deduce a ∈ c.

6.3.3 Definition and basic properties of the ordered pair

The original ordered pair definition given by Norbert Wiener in 1914 was as
follows:

∗Definition: (x, y) is defined as {{{{x}, ∅}, {{y}}}.

This definition is starred to indicate that we will not use it, although it
has certain advantages. The definition we will use is the more usual one later
proposed by Kuratowski:

Definition: (x, y) = {{x}, {x, y}}.
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There are three things which need to be proved to establish that the
Kuratowski ordered pair is a satisfactory pair.

basic property of the pair: For any sets x, y, z, w, (x, y) = (z, w) → x =
z ∧ y = w.

existence of cartesian products: For any sets A and B, there is a set
A × B such that (∀z.z ∈ A × B ↔ (∃x ∈ A.(∃y ∈ B.z = (x, y)))):
this set contains exactly the ordered pairs whose first term is in A and
whose second term is in B.

adequacy of cartesian products: For any set of ordered pairs R, there
are sets A and B such that R ⊆ A×B.

The proof of the basic property of the pair is very annoying: it seems
to inevitably break down into many nested cases. The proof of the same
property for the Wiener pair is much simpler.

Theorem (basic property of the pair):

(∀x.(∀y.(∀z.(∀w.(x, y) = (z, w)→ x = z ∧ y = w)))).

Let a, b, c, d be arbitrary.

Assume: (a, b) = (c, d)

Goal: a = c ∧ b = d

We can break this into two goals proved one after the other (and
note that once the first is proved it can be used in the proof of the
second).

Goal 1: a = c

Our assumption can be unpacked into {{a}, {a, b}} = {{c}, {c, d}}.
{a} ∈ {{a}, {a, b}} is obvious. From this we deduce {a} ∈ {{c}, {c, d}}
by using the hypothesis to substitute. From this we deduce {a} =
{c} ∨ {a} = {c, d} (this is how we use the fact that something
belongs to an unordered pair). We now argue by cases.

Case 1: {a} = {c}
a ∈ {a} is obvious. From this we deduce a ∈ {c} by substitu-
tion and from this a = c.
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Case 2: {a} = {c, d}
c ∈ {c, d} is obvious. From this we deduce c ∈ {a} by substi-
tution, from which c = a follows immediately.

The goal a = c has been proved in both cases. Note that we may
use the result a = c in the proof of Goal 2.

Goal 2: b = d

Our assumption can be unpacked into {{a}, {a, b}} = {{c}, {c, d}}.
{a, b} ∈ {{a}, {a, b}} is obvious. From this we deduce {a, b} ∈
{{c}, {c, d}}, from which {a, b} = {c} ∨ {a, b} = {c, d} follows
immediately. We now reason by cases.

Case 1: {a, b} = {c}
We already have a = c from above. b ∈ {a, b} is obvious: from
this we deduce b ∈ {c} by substitution and b = c follows.
We return to our original hypothesis and note that {c, d} ∈
{{c}, {c, d}} is obvious and implies {c, d} ∈ {{a}, {a, b}} which
in turn implies {c, d} = {a} ∨ {c, d} = {a, b}. We reason by
cases.

Case 1.1: {c, d} = {a}
d ∈ {c, d} is obvious and implies d ∈ {a} by hypothesis,
which in turn implies d = a. We have b = c = a = d, so
we are done (b = d is deduced).

Case 1.2: {c, d} = {a, b}
d ∈ {a, b} is obvious. Since a = c = b, this says d ∈
{b, b} = {b}, from which d = b follows.

Case 2: {a, b} = {c, d}
b ∈ {a, b} is obvious, from which we can deduce b ∈ {c, d} by
substitution. From this b = c ∨ b = d follows. In the second
case we are done: we need only consider the case b = c. So
we suppose b = c. d ∈ {c, d} is obvious, so we have d ∈ {a, b}
by substitution, whence we have d = a∨ d = b. In the second
case (again) we are done, so we need only consider the first.
We assume a = d from here on out. From a = d and a = c
we draw the conclusion c = d; from c = d and b = c we draw
the conclusion b = d, our goal.
The proof is complete.

It remains to prove the existence and adequacy of cartesian products.

118



Theorem (existence of cartesian products): For any setsA andB, there
is a set A×B such that (∀z.z ∈ A×B ↔ (∃x ∈ A.(∃y ∈ B.z = (x, y)))):
this set contains exactly the ordered pairs whose first term is in A and
whose second term is in B.

Proof: We consider the set {x ∈ P(P(A ∪ B)) | (∃y ∈ A.(∃z ∈ B.x =
(y, z)))}. This is the set of all ordered pairs (a, b) with a ∈ A, b ∈ B
and (a, b) ∈ P(P(A∪B)). The set certainly exists: the way it is written
ensures that. To show that it is the right set, it is sufficient to show
that if a ∈ A and b ∈ B, then (a, b) ∈ P(P(A∪B)). To show this is to
show (a, b) ⊆ P(A ∪B)}. To show this is to show that any element of
(a, b) belongs to P(A∪B). To show this is to show that {a} and {a, b}
are elements of P(A ∪ B), which is to say subsets of A ∪ B, and they
obviously are.

Theorem (adequacy of cartesian products): For any set R of ordered
pairs, there are sets A and B such that R ⊆ A×B.

Proof: If R is a set of ordered pairs, and (a, b) ∈ R, then a and b both belong
to
⋃

(
⋃

(R)), so (a, b) ∈ ⋃(
⋃

(R))×⋃(
⋃

(R)), so R ⊆ ⋃(
⋃

(R)).

Definition: We define field(R), where R is a set of ordered pairs, as⋃
(
⋃

(R)).

It is interesting to observe that once we establish these three properties
we have no reason to consider the details of the definition of the ordered pair
ever again. It is amusing that I didn’t realize I needed the third one until
I noticed that I had not bounded the set builders in my definitions of the
domain, image, and converse of a relation below.

6.3.4 Basics of the theory of relations and functions; sizes of sets

We introduce the basics of the theory of relations and functions.
The underlying idea is already familiar to you. We would like xR y to be

synonymous with (x, y) ∈ R. We can implement this for any relation whose
domain and range is included in a set.

A logical relation is determined by any sentence P [x, y]: we write xR y
instead of P [x, y], where R is the relation symbol we associate with this
particular sentence. We have some undefined logical relations to begin with,
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such as ∈ and =, and we have defined some, such as x ⊆ y, which is defined
as (∀z.z ∈ x→ z ∈ y).

Let R be a logical relation with the property that for some sets A and
B we have (∀xy.xR y → x ∈ A ∧ y ∈ B). We can then define the set
{z ∈ A × B | (∃x.(∃y.z = (x, y) ∧ xR y))} (we promise to use the notation
{(x, y) ∈ A × B | xR y} for this set in the future): this set, which we will
also call R, “implements” the relation as an object.

It is important to notice that we do have logical relations which we do
not implement as sets, such as membership, equality and the subset relation.
When we need to be careful about the distinction made here we will talk
about “logical relations” versus “set relations”. Notice that there is a similar
distinction having to do with properties: with any property P [x] which is
only true of elements of a set A, we can associate the set {x ∈ A | P [x]}; but
there are also properties whose extensions are not contained in any set.

Now we can give basic definitions.

Definition: A (set) relation is a set of ordered pairs.

Definition: For any relationR, we recall that field(R) is defined as
⋃

(
⋃

(R)),
and that R ⊆ field(R) × field(R). We define the domain of R,
dom(R) as {x ∈ field(R) | (∃y.(x, y) ∈ R)} and the image of R, im(R)
as {y ∈ field(R) | (∃x.(x, y) ∈ R)}. We define the converse of R, R−1,
as {(x, y) ∈ field(R)× field(R) | y Rx}.

Definition: A function is a relation f with the property that (∀xyz.(x, y) ∈
f ∧ (x, z) ∈ f → y = z). If f is a function, we define f(x), for each
x in the domain of f , as the unique y such that (x, y) ∈ f . We write
f : A → B (f is a function from A to B) if the domain of f is A and
the image of f is a subset of B.

Definition: We say that a function f is one-to-one or injective iff f−1 is
also a function (notice that for us f−1 always exists as a relation but
may not be a function). We say that f is onto B if its image is B; a
function from A to B which is onto B is called a surjection from A to
B. A function from A to B which is one-to-one and onto B is called a
bijection from A to B.

Definition: We say A ∼ B (A and B are the same size) iff there is a bijection
from A to B.
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6.4 Homework 4

This assignment will be due a week from this coming Wednesday (provision-
ally).

This material is quite abstract: if you do not know how to get started on
a problem, I encourage you to ask questions in class or come see me in my
office (I might be more forthcoming in my office...)

1. Prove the basic theorem for ordered pairs ((a, b) = (c, d)→ a = c∧ b =
d) for Wiener’s ordered pair (x, y) = {{{x}, ∅}, {{y}}} (on paper, in a
reasonably structured way).

The proofs that cartesian products of sets are sets and that every set
of ordered pairs is a subset of some cartesian product look almost the
same as for the usual pair. It’s possible to describe the difference very
briefly: do so.

You are encouraged but not required to do a Marcel proof of the basic
property of pairs for the Wiener pair (we will do the theorem for the
usual ordered pair in lab this week).

2. We have proved the existence of the union of two sets, x ∪ y. This
required that we use the axioms of Union and Pairing: x∪ y is defined
as
⋃{x, y}. Prove the existence of the intersection x ∩ y of two sets.

What axiom(s) did you use? Prove the existence of the set difference
x− y for any sets x and y.

The intersection
⋂
A of a set A is defined as {x | (∀B ∈ A.x ∈ B)}

(the set of all x which belong to every element of A is the intersection
of all the elements of A). You can prove using our axioms that the
intersection

⋂
A exists for almost all sets A: do so. (Notice that the set-

builder I used to define it is not guaranteed to define a set by Separation,
because it is not restricted to a set, but you might be able to rewrite
it so that it works). Which set A presents a problem?

3. The German philosopher Frege defined the number 1 as the set of all
sets with one element: we could write this as {y | (∃x.y = {x})}.
Prove that this set cannot exist under our axioms. Hint: it is a proof
by contradiction. Suppose this set exists. Then you can apply the
axioms of our theory to show that another set exists which we have
already shown to be impossible.
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(There are systems of set theory under which this set does exist: in
fact, this set can be defined in Marcel without any problems).

4. Prove that if f is a function, our definition of “f is one-to-one” (“f−1

is a function”) is equivalent to the usual (∀xy ∈ dom(f).f(x) = f(y)→
x = y).

Notice that if f is a function, our definition of “f is onto B is equivalent
to the usual definition (∀y ∈ B.(∃x ∈ A.y = f(x))).

We define composition of functions as usual: if f : A→ B and g : B →
C, we define g ◦ f so that (g ◦ f)(x) = g(f(x)).

Prove that the composition of two one-to-one functions is one-to-one.

Prove that if f : A → B is onto B and g : B → C is onto C, then
(g ◦ f)(x) is onto C.

Your proofs do not need to use formal logical notation, but they do need
to precisely express the correct ideas (formal logical notation might
help). If you took Math 187 here, you may have been faced with these
as homework problems, or seen them proved on the board. They are
good examples of our proof strategies!

Notice that the last two results together imply that if f is a bijection
from A to B and g is a bijection from B to C, then g ◦ f is a bijection
from A to C.

6.5 March 9, 2009: Counting and the von Neumann
natural numbers

We did the derivations of the restricted quantifier rules on the board. I may
insert these once I have any problem 1 rewrites that are ocming in.

We discussed the additional information I added to previous notes about
correctly showing that the domain, image, and converse of a relation exist as
sets.

The next concept we are going to discuss is counting . We need to say
what it means for a set A to have n elements, where n is a natural number.

We can define this notion using any interpretation of the natural numbers
(such as the Zermelo interpretation which we have already given).

Definition: If A is a set and n is a natural number, we say that A has n
elements iff A ∼ {m ∈ N | m < n}.
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It is important here to note that our natural numbers start with 0: if we
took the natural numbers as starting with 1, we would have ≤ instead of <
in this definition.

This definition is greatly simplified if we use the standard (von Neumann)
implementation of the natural numbers, though we in fact use the same
definition. Under this definition we have

0 = ∅
1 = {0}

2 = {0, 1}
and so forth. Under this definition, n = {m ∈ N | m < n}, so the

definition of counting above simplifies to

Definition: If A is a set and n is a natural number, we say that A has n
elements iff A ∼ n.

If we are to use the von Neumann definition of the natural numbers, we
need to modify our set theory, because the set of all von Neumann natural
numbers cannot be shown to exist with the Infinity axiom that we have
stated.

Axiom of Infinity: (∃I.∅ ∈ I ∧ (∀xy ∈ I.x ∪ {y} ∈ I))

This is not the one I stated in class. This axiom is nicer than either the
von Neumann or Zermelo axioms, because it allows us to show the existence
of both the set Z of Zermelo natural numbers we defined above and the set
of von Neumann natural numbers we now define. A set I witnessing our new
axiom of infinity contains all of its own finite subsets as elements. Notice that
such an I is Zermelo-inductive: it contains the empty set and it contains the
singletons of each of its elements: so we can define Z just as we did above.
We can also define the set of von Neumann naturals:

Definition: For any set x, we define x+ as x sup{x}. This will make subse-
quent definitions easier to state.

Definition: We say that a set I is inductive iff ∅ ∈ I and (∀x ∈ I.x+ ∈ I).

Observation: A set which witnesses the new Axiom of Infinity is inductive.
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Definition: We define N as the intersection of all inductive sets. We show
that this actually exists as a set: let I be a set witnessing the Axiom
of Infinity (and so inductive): N = {x ∈ I.(∀J.∅ ∈ J ∧ (∀y ∈ J.y+ ∈
J)→ x ∈ J)}. This set is the collection of all x which belong to I and
belong to each inductive set: but since I is one of the inductive sets
this is simply the intersection of all the inductive sets.

We describe and verify an interpretation of Peano arithmetic.

zero: We interpret 0 as ∅
successor: We interpret S(x) as x+

natural number: We interpret the domain of natural numbers as the set
N defined above.

We verify the first five Peano axioms (the verification of axiom 4 is harder
and will continue into the next lecture).

1. 0 ∈ N: the empty set belongs to the set N defined above, because it
belongs to each inductive set by the definition of “inductive”.

2. x ∈ N→ S(x) ∈ N: suppose that the set x belongs to the set N defined
above. We want to show that x+ ∈ N, that is, we want to show that x+

belongs to each inductive set. Let I be an arbitrarily chosen inductive
set. Our goal is now to show x+ ∈ I. x ∈ I (because we assumed
x ∈ N, so x+ ∈ I (because I is inductive), and that is what we need to
show.

3. S(x) 6= 0: we need to show that x+ 6= ∅. This is obvious, because
x ∈ x+, and x 6∈ ∅.

4. S(x) = S(y) → x = y: this is harder to prove and we defer it to its
own long paragraph.

5. Any set A such that 0 ∈ A and (∀x ∈ N.x ∈ A → S(x) ∈ A) contains
all natural numbers: if a set A satisfies ∅ ∈ A and (∀x ∈ N.x ∈ A →
x+ ∈ A), then A∩N = {x ∈ N.x ∈ A} is inductive, and so contains all
natural numbers (since each natural number belongs to all inductive
sets),
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It remains to prove the following theorem, the interpretation of von Neu-
mann’s axiom 4.

Theorem: (∀xy ∈ N.x+ = y+ → x = y)

Proof: We are going to present this proof as one might develop it from
scratch, false starts and all.

Let x and y be arbitrarily chosen elements of N.

Assume: x+ = y+

Goal: x = y

This means x ∪ {x} = y ∪ {y}.
Notice that x ∈ x ∪ {x} (obvious) so x ∈ y ∪ {y} (hypothesis) so
x ∈ y ∨ x ∈ {y}, so x ∈ y ∨ x = y. So there are two cases.

Case 1: x = y. In this case we are done.

Case 2: x ∈ y
We observe that y ∈ y∪{y} (obvious) so y ∈ x∪{x} (hypothesis)
so y ∈ x ∨ y ∈ {x}, so y ∈ x ∨ y = x. So there are two cases.

Case 2.1: y = x. In this case we are done.

Case 2.2: y ∈ x. In this case we now have x ∈ y and y ∈ x. This
is where we stopped on Monday. We observe that our proof
will be complete if we can show that (∀xy ∈ N.¬(x ∈ y ∧ y ∈
x)), and we will show this next time.

6.6 March 10, 2009: Lab VI

(* definitions of singletons, unordered pairs, and ordered pairs *)

Definefunction 1 "Sing" "Sing(x1)" "{x2|x2=x1}";

Definefunction 2 "Upair" "Upair(x1,x2)" "{x3|x3=x1vx3=x2}";

Definefunction 2 "Pair" "Pair(x1,x2)" "Sing(x1) Upair [x1 Upair x2]";
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(* prove basic property of ordered pairs *)

s "Pair(a1,a2) = Pair(a3,a4) -> a1=a3 & a2 = a4";

This proof should be rather annoying in the same way that the proof done
in class was annoying, but it should be possible to do it...

Remembering how the proof in class went, it might be advantageous
to prove Pair(a1,a2) = Pair(a3,a4) -> a1=a3 as a theorem first, record
it so you can use it with ThmCut, then Pair(a1,a2) = Pair(a3,a4) ->

a2=a4, because we used the first result in the proof of the second.

6.7 March 11, 2009: verification of Axiom IV

This is the version of the proof of the fourth axiom with the error fixed.
To complete the proof of the fourth Peano axiom in our interpretation,

we need to prove the following:

Lemma: (∀xy ∈ N.¬(x ∈ y ∧ y ∈ x))

We prove this by proving a stronger statement by induction. Notice that
if x ∈ y and y ∈ x, then x ∈ ⋃x. We attempt to prove that this is impossible
by induction:

first strengthened lemma: (∀x ∈ N.x 6∈ ⋃ x)

attempted proof: We prove this by induction.

basis step: ∅ 6∈ ⋃ ∅ is obvious: this is true for ∅.
induction hypothesis: k 6∈ ⋃ k

induction goal: k+ 6∈ ⋃(k+)

proof of induction goal doesn’t quite work:

⋃
(k+) =

⋃
(k ∪ {k}) = [

⋃
k] ∪ [

⋃
{k}] = [

⋃
k] ∪ k

It is useful to remember here that
⋃
A is the union of all the sets

which belong to A, that is the set of all elements of elements of
A, while the notation A

⋃
B refers to the usual union of A and
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B, whose elements are the elements of A and the elements of B:
A
⋃
B is defined as

⋃{A,B}. Specific facts about the two union
operations which justify steps above are

⋃
(A∪B) = [

⋃
A]∪ [

⋃
B]

and
⋃{A} = A.

Now suppose for the sake of a contradiction that k+ ∈ ⋃(k+) =
[
⋃
k]∪ k. Then either k+ ∈ k or k+ ∈ ⋃ k (we have our malicious

reasons for changing the order of the cases). Our goal in both
cases is a contradiction.

Case 1: assume k+ ∈ k: notice that k ∈ k+, so if k+ ∈ k is also
true we have k ∈ ⋃ k, contrary to the inductive hypothesis.

Case 2: assume k+ ∈ ⋃ k: this means that for some m, k+ ∈ m
and m ∈ k+, and it is not clear how to get from here to
k itself being an element of something which in turn is an
element of k. It is possible to close the deal by proving some
other theorems about natural numbers, but there is another
solution: notice that k ⊆ k+: if we strengthen our claim to
“no superset of k belongs to

⋃
k”, this part of the induction

will work (and we will see that everything else continues to
work).

We strengthen the lemma to say that (∀xy ∈ N.x ⊆ y → y 6∈ ⋃x): not
only is x not in its union, but also no superset of x is in the union of x.

Lemma: (∀xy ∈ N.x ⊆ y → y 6∈ ⋃x)

Proof: We prove this by induction on x.

basis step: (∀y ∈ N.∅ ⊆ y → y 6∈ ⋃ ∅)
This is evident because no matter what y is, y ∈ ⋃ ∅ = ∅ is false.

induction hypothesis: (∀y ∈ N.k ⊆ y → y 6∈ ⋃ k)

induction goal: (∀y ∈ N.k+ ⊆ y → y 6∈ ⋃ k+)

proof of induction goal: Suppose k+ ⊆ n. Our goal is to show that
n 6∈ ⋃ k+.

⋃
k+ = [

⋃
k]∪k as shown above. Suppose for the sake

of a contradiction that n ∈ ⋃ k+. It follows that n ∈ [
⋃
k]∪ k, so

either n ∈ ⋃ k or n ∈ k. We continue the proof by cases: in both
cases our goal is a contradiction.
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Case 1: Assume n ∈ ⋃ k: since k ⊆ k+ ⊆ n we have k ⊆ n and
n ∈ ⋃ k, which contradicts the induction hypothesis. [this is
the payoff for strengthening the result we are proving].

Case 2: Assume n ∈ k: since k+ ⊆ n and k ∈ k+, we have k ∈ n.
Since we have k ∈ n and n ∈ k, we have k ∈ ⋃ k. k ⊆ k
(obvious) and k ∈ ⋃ k contradict the inductive hypothesis.

6.8 March 18, 2009: counting

We have verified that the interpretation of Peano arithmetic using the von
Neumann axioms satisfies the axioms. We will now define addition and
multiplication and show that the definitions (which use counting principles
familiar from Math 187) give addition and multiplication operations which
satisfy the additional axioms for addition and multiplication.

Definition: We define |A| (for any set A) as the unique natural number n
such that A ∼ n, if there is one.

This definition only works if we can verify the following

Theorem: If A is a set and m and n are natural numbers, and A ∼ m and
A ∼ n, then m = n.

Proof: We prove this by induction on m.

basis step: If A is a set and A ∼ 0 and A ∼ n, then n = 0.

proof of basis step: We claim that if A ∼ 0 = ∅ then A = ∅. A∅0 means
that we can choose a bijection f from A to 0 = ∅. Suppose for the
sake of a contradiction that A 6= ∅. It follows that we can choose an
element a of A. Now f(a) ∈ ∅, which is a contradiction. So we have
shown A = ∅.
Since A ∼ n, we can choose a bijection g from A to n. g−1 is a bijection
from n to A = ∅, and we can repeat the argument just given to show
that n = ∅ = 0.

induction hypothesis: Choose an arbitrary k and assume that for all nat-
ural numbers n and sets A, A ∼ k ∧ A ∼ n→ n = k.
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induction goal: For all natural numbers n and sets A, A ∼ S(k) ∧ A ∼
n→ n = S(k).

proof of induction goal: Since A ∼ S(k) we can choose a bijection f from
A to S(k) = k ∪ {k}. Since A ∼ n, we can choose a bijection g from A
to n.

Because A ∼ S(k) 6= 0, we know from the argument used twice in the
proof of the basis step that A is nonempty, and so further (by the same
argument) we know that n is nonempty because A ∼ n, and so, since
n 6= 0, there is a natural number m such that n = S(m).

It would be sufficient to prove our goal n = S(k) to show that k = m.
Further, by an application of the inductive hypothesis, it is sufficient
to show k ∼ m (because that, with ind hyp, would imply k = m).

f−{(f−1(k), k)} is a bijection fromA−{f−1(k)} to k. g−{(g−1(m),m)}
is a bijection from A − {g−1(m)} to m. So (if we know that compo-
sitions of injections are injections), it is sufficient to show that A −
{f−1(k)} ∼ A − {g−1(m)}. If f−1(k) = g−1(m), then the identity
map on A − {f−1(k)} is the desired bijection from A − {f−1(k)} to
A− {g−1(m)}. If f−1(k) 6= g−1(m) then the union of the identity map
on A−{f−1(k)}−{g−1(m) with {(g−1(m), f−1(k))} will be the desired
bijection.

For the sake of honesty, I should note that some facts about bijections
which might warrant proof if we were being total sticklers (i.e., if I had more
time) are used here. Notably, if A ∼ B and B ∼ C, we show that A ∼ C by
using the fact that if f is a bijection from A to B and g is a bijection from
B to C, then g ◦ f will be a bijection from A to C (a homework problem).
There are some other simple (intuitively obvious, thus dangerous) properties
of bijections which are used in this argument.

6.9 March 20, 2009: addition and multiplication

We start by stating a lemma about bijections which will be useful.

Lemma: If f and g are injective functions, dom(f)∩dom(g) = ∅ and rng(f)∩
rng(g) = ∅, then f ∪ g is an injective function.
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Proof: We first show that if f and g are functions and dom(f)∩ dom(g) = ∅
then f ∪ g is a function.

Suppose that f and g are functions, and dom(f)∩dom(g) = ∅. Our aim
is to show that if (x, y) ∈ f∪g and (x, z) ∈ f∪g then y = z. So, choose
arbitrary a, b, c such that (a, b) ∈ f and (a, c) ∈ g: our goal is now b = c.
But in fact our assumption leads to a contradiction: a ∈ dom(f) and
a ∈ dom(g) both follow, and we know that dom(f) ∩ dom(g) = ∅. So
anything at all (such as b = c) follows from our assumptions and the
proof is complete.

Now suppose that f and g are injective functions and dom(f)∩dom(g) =
∅ and rng(f) ∩ rng(g) = ∅. f ∪ g is a function by the previous result.
(f ∪ g)−1 = f−1 ∪ g−1 is obvious. f−1 and g−1 are functions because f
and g are injective. The domains of f−1 and g−1 are disjoint because
they are the ranges of f and g, assumed to be disjoint. Thus (f∪g)−1 =
f−1 ∪ g−1 is a function, so f ∪ g is an injective function.

We give definitions of addition and multiplication of natural numbers.

Definition: Let m and n be natural numbers. We define m + n as |(m ×
{0}) ∪ (n× {1})| and m · n as |m× n|, if these cardinals are defined.

We know from the theorem of the previous subsection that the sum and
product of two natural numbers are uniquely defined if they are defined, but
we still need to show that for any two natural numbers m and n, m+ n and
m× n are actually defined.

Theorem: For any natural numbers m, n, the sum m+ n exists.

Proof: We prove this by induction on n.

basis goal: m+ 0 exists for any natural number m.

proof of basis goal: Fix a natural number a. Our goal is then a+0 =
0. If it exists, a+0 = |(a×{0})∪ (0×{1})| = |a×{0}|. We claim
that |a × {0}| = a. The map which sends each x ∈ a to (x, 0) is
a bijection from a onto a× {0}. So we have shown not only that
a + 0 exists, but also that it is a: we have proved not only that
for all m, m+ 0 exists, but also that for all m, m+ 0 = m.
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induction hypothesis: Let k be arbitrary. Assume that m+k exists
for every natural number m.

induction goal: m+ S(k) exists for every natural number m.

proof of induction goal: Fix a natural number a. Our goal is now
to prove a+ S(k) exists.

The induction hypothesis tells us that there is a natural number
p = a+ k such that p ∼ (a×{0})∪ (k×{1}): let f be a bijection
from p to (a× {0}) ∪ (k × {1}).
If it exists, a + S(k) = |(a × {0}) ∪ (S(k) × {1})| = |(a × {0}) ∪
(k × {1}) ∪ {(k, 1)}| (since S(k) = k ∪ {k}). The function f ∪
{(p, (k, 1))} is a bijection from S(a + k) = S(p) = p ∪ {p} to
(a× {0}) ∪ (k × {1}) ∪ {(k, 1)} (just one element has been added
to the domain of f and one element to the range). So a + S(k)
exists and is equal to S(a + k) (which also establishes another of
the Peano axioms).

The proof is complete.

Theorem: For any natural numbers m,n, the product m · n exists.

Proof: We prove this by induction on n.

basis goal: for any natural number m, m · 0 exists.

proof of basis: Let a be an arbitrarily chosen natural number. Our
goal is to show that a · 0 exists. If it exists, a · 0 = |a × 0| = |0|.
Of course |0| = 0 does exist is 0, and we have shown not only that
m · 0 exists for every m but that m · 0 = 0 for each m.

induction hypothesis: Let k be an arbitrary natural number. As-
sume that m · k exists for each m.

induction goal: m · S(k) exists for each m.

proof of the induction goal: Let a be an arbitrarily chosen natural
number. Our goal is to show a · S(k) exists.

By inductive hypothesis there is a natural number p = a · k such
that p ∼ a× k.

If it exists, a ·S(k) = |a×S(k)| = |a× (k∪{k})| = |(a×k)∪ (a×
{k})|. a × k ∼ p ∼ p × {0}. Let f be a bijection from a × k to
p×{0}. k∪{k} ∼ k×{1} (the map g sending each (x, k) for x ∈ k
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to (x, 1) is a bijection witnessing this). f and g are bijections with
disjoint domains and disjoint ranges so their union is a bijection
from a × S(k) = (a × k) ∪ (a × {k}) to (p × {0}) ∪ (k × {1}).
|(p× {0}) ∪ (k × {1})| = p+ k exists by the previous theorem, so
we have a · S(k) exists and moreover a · S(k) = p+ k = a · k + k,
verifying yet another Peano axiom.

We have proved that the addition and multiplication operations we have
defined are complete, and we have also shown that they satisfy the Peano
axioms for addition and multiplication. So we have a complete interpretation
of Peano arithmetic in set theory.

Since we have shown that the Peano axioms hold in our interpretation,
it follows that theorems we have proved, such as the associative law for
multiplication hold in our interpretation as well. But it is interesting to
observe that our set theoretical definitions of addition and multiplication
allow much more natural proofs of all these theorems. We give a couple of
examples.

Theorem: For all natural numbers m and n, m+ n = n+m

Proof: |A| + |B| = |(A × {0}) ∪ (B × {1})| and |B| + |A| = |(B × {0}) ∪
(A× {1})|, so what needs to be shown is that there is a bijection from
(A×{0})∪ (B×{1} to (B×{0})∪ (A×{1}). So we exhibit one. The
elements of the first set are all the (a, 0) for a ∈ A and all the (b, 1) for
b ∈ B. The elements of the second set are all the (b, 0) for b ∈ B and
all the (a, 1)) for a ∈ A. The bijection sends each (a, 0) in the first set
to the element (a, 1) of the second set and each (b, 1) in the first set to
the element (b, 0) of the second set.

Theorem: For all natural numbers a, b, c, (a · b) · c = a · (b · c).
Proof: (|A| · |B|) · |C| = |A×B| · C = |(A×B)× C| by the set theoretical

definition of multiplication. Similarly, |A| · (|B| · |C|) = |A× (B ×C)|.
The set (A × B) × C has as elements all the objects ((x, y), z) with
x ∈ A, y ∈ B, z ∈ C. The set A × (B × C) has as elements all the
objects (x, (y, z)) with x ∈ A, y ∈ B, z ∈ C. The map which sends
each ((x, y), z) in the first set to (x, (y, z)) is a bijection from the first
set onto the second set. Compare this with the proof from the Peano
axioms!
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6.10 Homework 5

I’m having trouble thinking of things to ask here. Here are some sample
questions.

1. Prove by mathematical induction on the size of a finite set A that there
cannot be a bijection between A and any proper subset of A. This is
straightforward if you set it up correctly.

Give an example of an infinite set C and a bijection from C to a proper
subset of C (there are very easy examples).

2. Prove by mathematical induction on the size |A| of a finite set A (A
is finite iff there is a natural number n such that A ∼ n, and |A| is
notation for n) that a subset of a finite set must be finite (i.e, if B ⊆ A
then there is a natural number m such that B ∼ m). This might be
harder than the first one.

3. Describe the bijection you would use in the set theoretical proof of
the distributive property of multiplication over addition. Pick another
basic theorem of arithmetic we haven’t covered and do the same. This
is an exercise in figuring out the correct sets to use and what their
elements look like.

We are moving on to material on combinatorics in the book! From here
on out, look for homework assignments on the web homework schedule.

7 Finite Combinatorics

I have decided that I need to write notes on this!

7.1 Group Axioms, basic results

A group is determined by a set G and an operation ∗. We often refer to the
group (G, ∗) as just G when the operation is understood in the context. The
conditions that define a group follow.

Definition: A pair (G, ∗) is a group iff G is a set, ∗ is a function from G×G
to G (we write ∗(a, b) as a ∗ b) and the following four conditions are
satisfied:
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closure: For all a, b ∈ G, a ∗ b ∈ G.

associativity: For all a, b, c ∈ g, (a ∗ b) ∗ c = a ∗ (b ∗ c).
identity: There is an element e of G such that for all x ∈ G, x ∗ e =

e ∗ x = x. Such an element e is called an identity for G.

inverse: For each x ∈ G, there is an x′ ∈ G such that x ∗ x′ = x′ ∗ x =
e. Such an element x′ is called an inverse of x.

A simple example of a group is Z,+, the integers with addition. This is an
infinite group. Since we are studying finite combinatorics, we will be mostly
interested in finite groups. A simple example of a finite group is (Zn,⊕),
arithmetic mod n with addition as the operation.

Groups have familiar algebraic properties which do not only belong to
addition. (R, ·) (the reals with multiplication) is not a group, because 0 has
no inverse, but (R− {0}, ·) (and (Q− {0}, ·)) are groups.

We have to be careful with groups because they do not have all familiar
algebraic properties! Notice that commutativity is not assumed of groups.
We say that elements x and y commute if x ∗ y = y ∗ x. Notice that
an identity commutes with every element of the group, and every element
commutes with an inverse of that element. A group in which all pairs of
elements commute is called a commutative group or an abelian group. An
example of a noncommutative group is the set of nonsingular n×n matrices
(the ones with inverses) with matrix multiplication as the operation. We will
see examples of noncommutative finite groups.

Here are some basic theorems which hold in all groups.

Theorem: There is exactly one identity for G.

Proof: There is at least one identity e for G by the identity property of
groups. We fix one such e.

Let e′ be an identity for G. Our goal is then to show that e = e′ (note
that this is not an argument by contradiction).

Because e is an identity, we have that (1) for any x, x ∗ e = e ∗ x = x.

Because e′ is an identity, we have that (2) for any x, x ∗ e′ = e′ ∗ x = x.

By replacing x with e′ in (1), we have e′ ∗ e = e ∗ e′ = e′.

By replacing x with e in (2), we have e ∗ e′ = e′ ∗ e = e.

So we have e′ = e ∗ e′ = e.
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Theorem: For each x ∈ G, there is exactly one inverse x′ of x.

Proof: Fix x ∈ G. By the inverse property of groups, there is at least one
inverse of x: fix one such and call it x′.

Now suppose y is an inverse of x: our goal is to show that y = x′.

By the definition of inverse we have (1) x ∗ x′ = x′ ∗ x = e,

and again we have (1) x ∗ y = y ∗ x = e,

whence we have

y = y ∗ e = y ∗ (x ∗ x′) = (y ∗ x) ∗ x′ = e ∗ x′ = x′,

which completes the proof.

We introduce a more usual notation for groups. The current notation
emphasizes abstractness. The one that is usually used treats the group oper-
ation notationally as multiplication: write xy instead of x ∗ y; write 1 instead
of e; write x−1 instead of x′. Another alternative notation, which is usually
used only for commutative groups, is additive notation: write x + y instead
of x ∗ y; write 0 instead of e; write −x instead of x′. We will sometimes
return to completely abstract notation, especially when we are talking about
more than one group at the same time.

Theorem (left cancellation law): For any x, y, z ∈ G, xy = xz → y = z

Proof: Fix x, y, z ∈ G. Suppose that xy = xz. Our goal is to show that
y = z. Since xy = xz, we have x−1(xy) = x−1(xz) by substitution.
Thus we have

y = 1y = (x−1x)y = x−1(xy) = x−1(xz) = (x−1x)z = 1z = z,

which completes the proof.

Theorem (right cancellation law): For any x, y, z ∈ G, xz = yz → x =
y. The proof, very similar to the previous one, is omitted.

The cancellation laws have an important effect on group tables. In a group
table where the first factor appears on the right and the second factor appears
on top, xy and xz appear on the same row, and what the left cancellation
property says is that two identical elements in the same row of the group
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table are actually in the same position: all elements of a row in a group
table are distinct. Similarly, by virtue of the right cancellation property, all
elements of a column in a group table are distinct. The multiplication table
of a group with n elements has all n elements in each row and all n elements
in each column: an array like this is called latin square.

7.2 An example: the groups of orders 1-4: isomor-
phism

The order of a group is the number of elements in the group.
There is just one group of order 1. It may conveniently be written {1}:

the only element is the identity.
There is just one possible group of order 2. There is an identity 1 and

one other element a. Since 1 is its own inverse and an element can have no
more than one inverse, the inverse of a cannot be 1 and so must be a. So we
can fill in the entire group table:

1 a
1 1 a
a a 1

The same structure is seen in Z2 (where our notation is additive):

+ 0 1
0 0 1
1 1 0

This observation is useful because it makes it clear that our operation is
associative (the most laborious thing to check about a finite group).

Now we look at a group of order 3. This has elements 1, a, b. The inverse
of 1 is of course 1. The inverse of a is either 1 or b:

1 a b
1 1 a b
a a 1 ?
b b

This is an attempt at a group table for the case where a−1 = 1. This is
impossible: the entry marked ? cannot be either a, b, or 1 by the cancellation
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properties (which imply that each element appears exactly once in each row
or column of the table).

1 a b
1 1 a b
a a b 1
b b 1 a

Entering 1 as the value of ab (because a−1 = b is the last possibility) and
filling in blank spaces using the fact that each entry appears once in each
row and column gives the table above as the only possibility.

The prospect of checking the 33 = 27 instances of associativity for this
table to make sure it is a group is daunting, but we don’t need to do it.
Notice that this table has the same structure as the addition table for mod
3 arithmetic:

+ 0 1 2
0 0 1 2
1 1 2 0
2 2 0 1

in which of course the notation is additive so the identity is 0: we know that
addition is associative in mod 3 arithmetic, so the need for the exhaustive
check is avoided.

Now we tackle the problem of order 4 groups.
There are four elements, 1, a, b, c.
This much of the table fills itself out:

1 a b c
1 1 a b c
a a ?
b b
c c

So, there are three possibilities for aa = a2: a2 = 1, a2 = b, a2 = c.
We could argue that the a2 = b and a2 = c possibilities are basically the
same (because there is no difference between b and c before we make this
decision), but we will present them as separate alternatives as we did in
lecture: it doesn’t inflate the number of possibilities that much.
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a2 = 1:
1 a b c

1 1 a b c
a a 1
b b
c c

We can immediately fill in ab = c, ac = b, ba = c, ca = b, by the
fact that the same group element cannot appear more than once in the
same row or column:

1 a b c
1 1 a b c
a a 1 c b
b b c ?
c c b

We now ask what b2 is. There are two possible answers: b2 = 1 and
b2 = a.

b2 = 1:
1 a b c

1 1 a b c
a a 1 c b
b b c 1
c c b

We can fill in the rest of the table now.

1 a b c
1 1 a b c
a a 1 c b
b b c 1 a
c c b a 1

b2 = a:
1 a b c

1 1 a b c
a a 1 c b
b b c a
c c b
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We can fill in the rest of the table now.

1 a b c
1 1 a b c
a a 1 c b
b b c a 1
c c b 1 a

a2 = b:
1 a b c

1 1 a b c
a a b
b b
c c

If ab were 1, then ac would be c, which is impossible. So ab = c, ac = 1.
For the same reasons, ba = c, bc = 1.

1 a b c
1 1 a b c
a a b c 1
b b c
c c 1

If b2 were a, then we would have bc = 1, which is impossible. So we
have b2 = 1 and we can fill in the rest of the table.

1 a b c
1 1 a b c
a a b c 1
b b c 1 a
c c 1 a b

a2 = c:
1 a b c

1 1 a b c
a a c
b b
c c
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ab = 1, ba = 1, ac = b, ca = b are immediate.

1 a b c
1 1 a b c
a a c 1 b
b b 1
c c b

If b2 = a, then bc = c, which is impossible. So b2 = c and we can fill in
the rest of the table.

1 a b c
1 1 a b c
a a c 1 b
b b 1 c a
c c b a 1

We have presented four possible group tables. We do not want to check
associativity, so we are going to show that these have the same structure as
mathematical systems that we know are associative. In the process we will
discover that in a certain precise sense which we will explain there are really
only two possible groups of order 4.

The group tables labelled b2 = a, a2 = b, and a2 = c are all versions
of (z4,⊕), mod 4 arithmetic with addition. Build mod 4 addition with the
numbers in the order 0,2,1,3 (or 0,2,3,1) and you will get the b2 = a table.
Build mod 4 addition with the numbers in the usual order 0,1,2,3 (or 0,3,2,1)
and you will get the a2 = b table. Build mod 4 addition with the numbers
in the order 0,1,3,2 (or 0,3,1,2) and you will get the a2 = c table.

There remains just one more table, the one labelled a2 = 1. This can
be seen to be fundamentally different from mod 4 arithmetic, in which there
are two elements which are their own inverses, whereas every element is its
own inverse in this group. We present a different system which gives this
table: take pairs (x, y) of elements of {0, 1} and define (x, y) + (z, w) =
(x + z mod 2, y + w mod 2). This operation is clearly associative. You can
check that replacing 1 with (0,0) and each of a,b,c with the other elements
(0, 1), (1, 0), and (1, 1) in any order with this operation will give a table of
the same form as the a2 = 1 table.
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So each of the four possible group tables is actually a group table, but
we see that three of them are different versions of the table for “the same”
group.

Now we need to explain what we mean by “the same” group. Of course
there are infinitely many groups with the same table (replace 1, a, b, c with
four arbitrary objects and you get infinitely many different sets and opera-
tions). But there are only two structures for groups possible.

We give a formal definition of what it means for two groups to have the
same structure. Suppose that (G, ∗) and (H, �) are two different groups. We
say that a function f : G → H is an isomorphism from (G, ∗) to (H, �)
iff f is a bijection and for all x, y ∈ G, f(x ∗ y) = f(x) � f(y). Using
the usual abbreviated way of referring to a group, we will usually call this
an isomorphism from G to H (where the operations are understood). The
existence of an isomorphism from G to H precisely captures the idea of G and
H having the same structure: we say that G and H are isomorphic iff there
is an isomorphism between them. Isomorphism is an equivalence relation
on groups: this is neatly proved by showing that the identity function on
a group is an isomorphism from that group to itself, that the inverse of an
isomorphism from G to H is an isomorphism from H to G, and that if f is
an isomorphism from G to H and g is an isomorphism from H to K, then
g ◦ f is an isomorphism from H to K.

So in our examples, the map sending 1 to 0, a to 1, b to 2, and c to
3 is an isomorphism from the abstract group labelled a2 = b to the mod 4
addition group. Notice that the map sending 1 to 0, a to 3, b to 2, and c
to 1 is also an isomorphism from the abstract group labelled a2 = b to the
mod 4 addition group. This reflects the fact that the map sending 1 to 1, a
to c, b to b, and c to a is an isomorphism from the abstract group to itself
(and there is a corresponding isomorphism from the mod 4 addition group
to itself). This expresses a symmetry of the group: in purely abstract terms,
there is no way to tell 1 and 3 apart in the mod 4 addition group (whereas 0
and 2 are uniquely specifiable: 0 is the identity and 2 is the only non-identity
element which is its own inverse).

7.3 Subgroups; orders of elements

A subgroup of a group (G, ∗) is a group (H, ∗∩ (H×H)) where H is a subset
of G. In short, a subgroup G is determined by a subset of the set G on which
the operation is still a group operation.
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In the case of a general group, (G, ∗), (H, ∗∩ (H×H)) will be a subgroup
of G if and only if H is a nonempty subset of G which is closed under ∗ and
closed under the inverse operation of the group. H has the closure property
under the group operation (we stipulated this in our conditions on H). Notice
that 1 will be in H because there is some x ∈ H (H is nonempty); x−1 ∈ H
(H is closed under inverses), so H has the identity property. Associativity of
the restriction of ∗ to H is an obvious consequence of associativity of ∗. We
have ensured that H is closed under inverses, so it has the inverse property
as a group.

In general, closure under the group operation alone is not enough: the
integers with addition have the natural numbers as a subset closed under
the group operation which is not a group, because not closed under inverses.
But in finite groups, it is enough for the set to be closed under the group
operation. We will spend the rest of the section proving this.

Definition: For each integer n and each element x of a group G, we define
xn. x0 is defined as 1; for each natural number n, we define xn+1 =
(xn)(x). x−1 is already defined; we define x−n as (x−1)n.

Observations: Some familiar properties of exponents hold. x1 = (x0)(x) =
1x = x. (xm)(xn) = xm+n is true. If m and n are both positive, this
follows by associativity of the group operation. Notice that any x ∈ G
commutes with each of its powers. (x−m)(x−n) = (x−1)m(x−1)n =
(x−1)m+n = x−(m+n) = x(−m)+(−n) also, by associativity and the defini-
tion of negative exponents. It is straightforward to prove that (x−m)(xm) =
(x−1)mxm = (because x and x−1 commute) (x−1x)m = 1, so x−m =
(xm)−1. Now we can show that xmx−n = xm−nxnx−n = xm−n (if m >
n) or xmx−n = xm(x−1)n = xm(x−1)m(x−1)n−m = (x−1)n−m = xm−n

if m < n. (xm)n = xmn for m and n natural numbers follows from
associativity: along with (x−1)n = (xn)−1 = x−n and (x−1)−1 = x,
this is enough to show that the same identity applies for integers. The
other basic property of exponents, (xy)n = xnyn, only holds if x and
y commute (and so only holds in general in a commutative (abelian)
group.)

Definition: An element x of a group G is said to be “order n” iff n is the
smallest positive integer such that xn = 1. If there is no such integer,
x is said to have infinite order (this will not happen in a finite group).
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Theorem: Every element x of a finite group G is of order n for some finite
n.

Proof: Because G is finite, there are natural numbers r and s such that
xr = xs. Suppose r > s. Then xr−s = 1. Now we see that there is a
positive exponent n such that xn = 1, so there is a smallest one.

Theorem: For any element x of a group G of order n, xr = xs iff n|(r − s)
(that is, if r = s in mod n arithmetic).

Proof: Suppose xr = xs and n|(r − s) does not hold. Then xr−s = 1
(supposing wlog that r is larger than s), x(r−s)−kn = 1 for any integer
k, so x(r−s) modn = 1 (let k = (r−s) divn), which is impossible, because
(r − s) modn is positive and less than n, and n is the smallest positive
exponent such that xn = 1.

Theorem: For an element x of order n in a group G, xn−1 = x−1.

Proof: (xn−1)(x) = xn = 1

Theorem: If H is a subset of a finite group G which is closed under multi-
plication, it is a subgroup.

Proof: If H is closed under multiplication, it contains xn for any positive
integer n and any x ∈ H. Any x ∈ H is of order k for some positive
integer k. If k = 1, then x is the identity and H contains its inverse
(itself); if k > 1, then xk−1 = x−1 ∈ H as well, so H is closed under
inverses and is a subgroup.

Observation: For any element x of a group G, the set {xn | n ∈ Z} is a
subgroup of G, called the cyclic subgroup of G generated by x. We say
that a group is cyclic if it is a cyclic subgroup of itself generated by
some element x (called a generator of the group).

Theorem: Two cyclic groups of the same order are isomorphic.

Proof: Suppose G is a cyclic group of order n with generator x and H is a
cyclic group of order n with generator y. Notice that for any i and j,
xi = xj iff n|(i − j) iff yi = yj. This means that there is a function F
which sends each xi to yi (this would not be true if there were xi = xj

with yi 6= yj) and moreover this function is a bijection. This function
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is an isomorphism: F ((xi)(yj)) = F (xi+j) = yi+j = yiyj = F (xi)F (xj),
and every member of G is of the form xi.

Observation: Mod n arithmetic with addition is a cyclic group of order n.
When we are being more abstract, we refer to the cyclic group of order
n as Cn.

7.4 Symmetries of a Square: an extended example

Suppose we have a tile with corners labelled
AB
CD
The symmetries of this square (geometric transformations which send the

square into itself) are

rotation 1 (R1) :

CA

DB

rotation 2 (R2) :

DC

BA

rotation 3 (R3) :

BD

AC

horizontal flip (F1) :

BA

DC
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vertical flip (F2) :

CD

AB

diagonal flip 1 (D1) :

DB

CA

diagonal flip 2 (D2) :

AC

BD

and don’t forget:

identity (ID) :

AB

CD

The group operation will be the obvious one: perform one transformation,
then perform the next. The one to be done first is written to the left and
the one to be done second is written at the top in this table:

ID R1 R2 R3 F1 F2 D1 D2
ID ID R1 R2 R3 F1 F2 D1 D2
R1 R1 R2 R3 ID D2 D1 F1 F2
R2 R2 R3 ID R1 F2 F1 D2 D1
R3 R3 ID R1 R2 D1 D2 F2 F1
F1 F1 D1 F2 D2 ID R2 R1 R2
F2 F2 D2 F1 D2 R2 ID R3 R1
D1 D1 F2 D2 F1 R3 R1 ID R2
D2 D2 F1 D1 F2 R1 R3 R2 ID

Readers feel free to check this!
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If you just play with the little block to build the table, there is nothing
especially important about the labelling of the corners. But another natural
way to present this group brings out both an oddity of my labelling and an
oddity of our notation for function composition.

Suppose we associate the transformations with permutations in S4:
12
34
is an odd labelling because R1 becomes (1243).
It’s better to label the corners
12
43
because then

R1: (1234)

R2: (13)(24)

R3: (1432)

F1: (12)(34)

F2: (14)(23)

D1: (13)(2)(4)

D2: (24)(1)(3)

gives a nice representation of the group. Note though, that doing R1 then
F1 (for example) is represented by F1◦R1: the operation we are using above
is not composition of these permutations but reverse composition. We will
say more about permutations below.

We list the subgroups of this group. There is of course {ID} and the
whole group. The element of order 3 R1 generates the cyclic subgroup
{ID,R1, R2, R3} (which is also generated by R3). The order 2 elements gen-
erate two element cyclic subgroups {ID,R2}, {ID,D1}, {ID,D2}, {ID, F1},
{ID, F2}.

The collection {ID, F1, F2, R2} is a subgroup, and so is {ID,D1, D2, R2}.
Notice that these are not cyclic subgroups.

This group is not commutative; R1 and R3 each fail to commute with
each of the flips.

Notice that R2, like the identity, commutes with all other elements of the
group.
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7.5 Cosets and Lagrange’s theorem

Definition: Let G be a group, let x ∈ G and let H be a subgroup of G.
We define xH as {xh | x ∈ H}; we call this the left coset of H in G
determined by x. We could also define right cosets and prove much the
same results about them.

Observation: There is an obvious function from H to xH defined by F (h) =
xh. F is obviously onto by the definition of coset. If F (h) = F (j), then
by definition xh = xj, from which it follows by cancellation properties
of groups that h = j. So F is a bijection from H to xH, so |x| = |xH|.

Observation: Suppose that y ∈ xH. We have y = xh for some h ∈ H, so
yh−1 = x, so, since h−1 ∈ H (subgroups are closed under inverses) we
have x ∈ yH as well. We claim that xH = yH: if z ∈ xH we have
z = xj for some j ∈ H, so z = yh−1j, so z ∈ yH (because h−1j ∈ H);
if z ∈ yH, then z = yj for some j ∈ H, so z = xhj, so z ∈ xH.
Now suppose that xH and yH have nonempty intersection: so we have
some z such that z ∈ xH and z ∈ yH, so by the argument above
xH = zH = yH. Any two left cosets of H in G which meet are the
same set.

Theorem (Lagrange): For any finite group G and subgroup H of G, the
order of H is a divisor of the order of G.

Proof: The group G is the union of the cosets xH. Each of these cosets is
the same size as H, and the cosets make up a pairwise disjoint collection
of sets. From this it follows that the size of G is a multiple of the size
of H.

This result is enormously useful. It follows, for example, that a group of
order n can contain an element of order d only if d|n, because the order of
an element is the size of the cyclic subgroup generated by that element.

7.6 The characterization of cyclic groups: results about
Euler’s function

Euler’s function φ(n) gives the number of natural numbers less than or equal
to the natural number n which are relatively prime to n.
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In this section we prove that the following are equivalent, where G is a
group of order n:

1. G is a cyclic group

2. For each d|n, there are exactly φ(d) elements of order d in G.

3. For each d|n, there are exactly d elements x of G such that xd = 1.

We prove (1)↔ (2).
If there are exactly φ(d) elements of order d for each d|n, then there are

exactly φ(n) (and so at least one) elements of order n, so G is cyclic.
Now suppose that G is cyclic. Let d|n. Our aim is to prove that there

are exactly φ(d) elements of order d. Let g be a generator of G. Let k = n
d
.

Observe that (gki)d is equal to 1 for any i. The group elements gki for 0 ≤ i <
d are distinct because ki = kj modn is impossible for 0 ≤ i, j < d as ki and
kj differ by less than n. Further, if (gm)d = 1, it follows that md is divisible
by n, so ni = md for some i, so ki = m for some i (dividing both sides by
d). Thus there are exactly d elements x (the powers g0k, g1k, g2k . . . , g(d−1)k)
such that xd = 1 (so we have shown (1)→ (3)).

Clearly the order d elements are among the elements x = gki such that
xd = 1. We claim that gki is of order d exactly if gcd(i, d) = 1. Once we
have shown this, the definition of Euler’s function tells us that there are φ(d)
elements of order d. Suppose that (gki)e = 1. This is true iff n|kie, so iff
d|ie. If i has no common factors with d, then we must have d|e, so in fact gki

must be of order d as desired (the power e is either 0 or ≥ d). On the other
hand, if i = ab and d = ac for some a > 1 (that is, i and d have a nontrivial
common factor) then (gki)c = gkd = gn = 1, so gki is of order ≤ c < d.

We prove (1) ↔ (3). We have already shown (1) → (3), so all that
remains is to show (3) → (1). Suppose that for each d|n there are exactly
d elements x such that xd = 1. Let p1, . . . , pk be the k distinct primes that

go into n. Define Ai as the set of all x such that x
n
pi = 1. Notice that for

any element x of G that is not of order n, x is of some order d which either
is or goes evenly into some n

pi
. So the set of all order n elements in G is

G−⋃1≤i≤k Ai. It remains to show that the size of this set is greater than or
equal to 1.

We use the inclusion/exclusion principle to determine the size of
⋃

1≤i≤k Ai.
This tells us that the size of

⋃
1≤i≤k Ai is the sum of all |Ai|’s minus the sum

of all |Ai∩Aj|’s i, j distinct) plus the sum of all |Ai∩Aj∩Ak|’s, and so forth.
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We claim that the size of Ai1 ∩ Ai2 ∩ . . . ∩ Aim is n
pi1pi2 ...pim

. The size

of Ai is n
pi

by hypothesis. For any finite set a, b, c . . . of exponents, the set

of all x such that xa = 1 and xb = 1 and xc = 1, etc. is the set of all x
such that xr = 1, where r is the greatest common factor of all the numbers
a, b, c . . .. For whatever the order of x is, it must go into all of a, b, c, etc,
and so it must go into r. Further, any element such that xr = 1 must also
have xa = 1 and xb = 1 and xc = 1, etc. The greatest common denominator
of the numbers npi1 , npi2 , . . . npim is n

pi1pi2 ...pim
(think about the usual account

of gcds in terms of prime factors), which establishes that Ai1 ∩Ai2 ∩ . . .∩Aim
is the set of all x such that x

n
pi1

pi2
...pim = 1, which establishes that the size of

Ai1 ∩ Ai2 ∩ . . . ∩ Aim is n
pi1pi2 ...pim

.

So the size of the union of the Ai’s is the sum of all terms n
pi

minus all
terms n

pipj
plus all terms n

pipjpk
etc, whence the set of all order n elements of

G is of size n minuse all terms n
pi

plus all terms n
pipj

minus all terms n
pipjpk

,

which may be written n(1− 1
p1

)(1− 1
p2

) . . . (1− 1
pk

). This is positive, so there
is an order n element, so G is cyclic.

Some results about Euler’s function follow from our results here. Since
there are n elements in G, every element of G is of order d for some d|n, and
there are φ(d) elements of order d for each such d, it follows that

∑
d|n φ(d) =

n.
Since the first part of the proof tells us that there are φ(n) elements of G of

order n and the second part tells us that there are n(1− 1
p1

)(1− 1
p1

) . . . (1− 1
p1

)

elements of G of order n, it follows that φ(n) = n(1− 1
p1

)(1− 1
p1

) . . . (1− 1
p1

).
This is a handy way to compute the Euler function when we know the prime
factorization of n.

7.7 Permutations

For permutation notation and the theorems about even and odd permuta-
tions, refer to the book.

7.8 Example: the subgroups of A4

This example is described well enough in the book.
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7.9 The groups of order 6

7.10 Possibly helpful note about the groups of order 8

I’m sharing the beginning of my argument for the classification of the groups
of order 8, which is rather different from the style I used in the previous
section.

If a group of order 8 contains no elements of order 4, then it can con-
tain elements of orders 1 and 2 only, so it is commutative (by a homework
problem), so it is a product of cyclic groups, and must be C2 × C2 × C2.

Any other group of order 8 (including the cyclic one!) will contain an
element of order 4. Let a be an element of order 4. This allows us to write
down 4 elements 1, a, a2, a3.

Let b be any other element of the group of order 8. The elements
b, ab, a2b, a3b are all different from one another and all different from any
of 1, a, a2, a3 by cancellation properties. So we have notation for all the ele-
ments of the group.

If we know what b2 is and what ba is we can compute any product of
elements in the group (because we can convert any product of a’s and b’s to
the standard form where all the b’s come after all the a’s, and there are no
more than 3 a’s and no more than 1 b). b2 has to be one of 1, a, a2, a3 (by
cancellation on the right it cannot be any of b, ab, a2b, a3b). ba has to be one
of b, ab, a2b, a3b (by cancellation on the right it cannot be any of 1, a, a2, a3).

This gives a limited set of alternatives to work with for possible construc-
tions of groups. You need to make a choice from the four alternatives for
b2 (but notice that a3 is basically the same choice as a; can you say why?);
and a choice from the four alternatives for ba (but the alternative ba = a2b
is impossible; can you see why?). Different choices will give the same group
(up to isomorphism) in some cases.

There are either 0,2,4, or 6 elements of order 4 in a group of order 8. I
may have suggested that the case with 6 elements of order 4 is impossible:
this is not the case.

It is quite possible that this problem can be addressed successfully in the
same style that I used in the previous section (explictly using the operation
table).
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7.11 Groups of permutations

A group of permutations is a subgroup of the group of bijections from a set
X to itself with composition as the operation.

We will see below that all finite groups are isomorphic to groups of per-
mutations.

We give some definitions and prove some theorems.
If G is a group of permutations of a set X, and x is an element of X, the

orbit Gx is defined as the set of all g(x) for g ∈ G.
If G is a group of permutations of a set X and x is an element of X, the

stabilizer Gx is the set of all elements g of G such that g(x) = x (the set of
all permuations that do not move x).

Gx is a subgroup of G. Certainly id ∈ Gx; the identity permutation
fixes every element of x, so certainly fixes x. If g(x) = x, then certainly
g−1(x) = x, so the stabilizer is closed under inverses. If g(x) = x and
h(x) = x then gh(x) = g(h(x)) = g(x) = x, so gh(x) = x and we see that
the stabilizer is closed under products and is a subgroup.

We define Gx→y as {g | g(x) = y}. Notice that Gx→x is the stabilizer
Gx. We show that if Gx→y is nonempty, it follows that |Gx→y| = |Gx|.
Suppose Gx→y is nonempty: we can choose h ∈ Gx→y, and by definition
of Gx→y we have h(x) = y. Now observe that for each element k ∈ Gx,
h(k(x)) = h(x) = y. If hk = hj then k = j by cancellation properties of a
group (or properties of function inverses), so the function F from Gx→y to
Gx defined by F (k) = hk is one-to-one. Now observe that for any element
p ∈ Gx, we have h−1(p(x)) = h−1(x) = y, so h−1p ∈ Gx→y, but notice that
F (h−1p) = hh−1p = p; since p is an arbitrary element of Gx we conclude that
F is also onto Gx. It thus follows that F is a bijection from Gx→y to Gx, and
so |Gx| = |Gx→y|.

The first powerful theorem about orbits and stabilizers is this:

Theorem: |Gx| · |Gx| = |G|: for any element x of X, the product of the size
of the orbit of x under G with the size of the stabilizer of x by G is the
size of the group G.

Proof: Fix x ∈ X. Consider the following subset of G×X, the set of ordered
pairs whose first projection belongs to G and whose second projection
belongs to X: S = {(g, y) | g(x) = y}.
The method of our proof is to show in one way that |S| = |G| and in
another way to show that it is |Gx| · |Gx|.
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Fix g ∈ G. There is exactly one y ∈ X such that g(x) = y, namely
g(x), so there is just one pair (g, y) with this value of g which belongs
to S. From this it follows that there are |G| pairs in S (there is one
pair in each “row” of G×X which belongs to S).

Fix y ∈ X. The pairs (g, y) which belong to S for this fixed value of y
are the g ∈ G such that g(x) = y, that is, exactly the elements of Gx→y.
This set will be nonempty just in case y ∈ Gx, and in this case will
have |Gx| elements. So the total number of pairs in |S| is |Gx| · |Gx|:
there are |Gx| “columns” in G×X which contain an element of S, and
each of these contains exactly |Gx| elements.

Example: How many elements are there in the symmetry group of a cube?

Solution: Think of the symmetry group of a cube as a group of permutations
of the six faces of the cube. Fix a face of the cube (say, the side with
1 on it if we think of the cube as a six sided die). The orbit of 1 is the
set of all 6 faces of the cube (any face can be moved to any other by a
symmetry). The stabilizer of 1 is the group of 4 rotations of the cube
around the axis perpendicular to that face. Thus there are (6)(4) = 24
elements in the symmetry group.

The second powerful theorem about orbits and stabilizers that we prove
is the one which allows us to count the number of orbits.

Let G be a group of permutations of a set X. Let g be an element of G.
Define fix(g) as the set of all x ∈ X such that g(x) = x (how is this different
from the definition of the stabilizer?).

The Theorem is really quite bizarre:

Theorem: The number of orbits in G is the arithmetic mean of the sizes of
the fixed point sets fix(g): that is, 1

|G| ·
∑

g∈G |F (g)|.
Proof: We prove this once again by counting a suitable subset of G × X

in two different ways. We consider the set of all pairs (g, x) such that
g(x) = x.

Fix an element g of G. A pair (g, x) will belong to the new set S just
in case x ∈ fix(g). It follows that |S| =

∑
g∈G |fix(g)|: in the row

determined by a particular group element g there are |fix(g)| elements
of S in that row: add all these numbers to get the size of S.
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Fix an element x of X. A pair (g, x) will belong to the new set S
just in case x ∈ Gx. So |S| =

∑
x∈X |Gx|. Now observe that for

each element y of Gx we have |Gy| = |Gy→x| (this was shown above)
= |Gx→y| (the inverse operation is a bijection between Gy→x and Gx→y)
= |Gx|. Define OG,X as the set of orbits. We have

∑
x∈X |Gx| =∑

Gx∈OG,X (
∑

y∈Gx |Gy|) (this is just reorganizing the sum into sums

over each orbit) =
∑

Gx∈OG,X (
∑

y∈Gx |Gx|) (by the fact that |Gy| = |Gx|
for y in the orbit of x) =

∑
Gx∈OG,X (|Gx| · |Gx|)) =

∑
Gx∈OG,X |G| =

|OG,X | · |G|. It then follows that
∑

g∈G |fix(g)| = |OG,X | · |G|, whence

|OG,X | = 1
|G| ·

∑
g∈G |F (g)|, which is what we needed to show.

Example: How many distinct cubes can be obtained by painting each face
red, white or blue?

There are 36 different ways of painting the faces of a cube: the problem
is that distinct ways of painting the cube among these 36 will be iden-
tified if one can be rotated into the other by one of the symmetries of
the cube. So what we are finding is the number of orbits in the group
of permutations of the 36 ways of painting a cube in a fixed position
obtained by letting the 24-element group of symmetries of a square act
on it.

To do this problem, it is not enough to know that there are 24 sym-
metries: we need to figure out what they are (which we will do ge-
ometrically) then determine the size of the fixed point set of each of
them.

The identity is of course one of the symmetries. It has 36 fixed points
(all painted cubes are fixed by the identity, of course).

There are three axes of rotation of the cube perpendicular to the faces.
For each of these axes there are two ninety-degree rotations (elements
of order 4) and one 180 degree rotation (an element of order 2).

Each of the 6 order 4 elements has 33 fixed points (you pick one of the
three colors for the “top”, one for the “bottom” and one for the four
sides being rotated).

Each of the 3 order 2 elements has 34 fixed points: one does not need
to paint all four sides the same color, but one must paint two pairs of
opposing sides the same color.
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The axis of symmetry through a pair of opposite corners of the cube
determines two 120-degree symmetries (elements of order 3). There are
4 such pairs of opposing corners, and thus 8 elements of order 3 thus
described. Each of these has 32 fixed points: the three faces “on top”
may be painted one color and the three faces “on the bottom” another.

The axis of symmetry through the midpoints of two opposite edges
determines a 180-degree rotation, giving another family of 6 order 2
elements. Each of these has 33 fixed points (there are three pairs of
opposing faces which must be painted the same color).

The average

36 + (6)(33) + (3)(34) + (8)(32) + (6)(33)

24
= 57

So there are 57 different cubes we can color in this way. But do notice
that although we have counted the 57 color combinations we do not
know what they are! This is a common feature of subtle counting
arguments. This happened in the course of the two examples we did:
we determined using the orbit-stabilizer theorem that there were 24
elements of the symmetry group, but in the second example we actually
had to figure out what all the group elements looked like, and the only
help that knowing how many of them there were gave us was that we
knew when we had found all of them.

8 Extra Stuff for Test III

This section contains points that I think I need to say something about
for Test III which are not in the book.

8.1 Permutations which commute

We discussed conjugate permutations, and this is treated in the book.

A permutation σ is said to be conjugate to a permutation τ (this is
the definition of “conjugate”) iff there is a permutation ρ such that
σ = ρτρ−1.
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It is a theorem that being conjugate is an equivalence relation on per-
mutations.

It is a theorem that permutations are conjugate iff they have the same
type, which means they have the same number of cycles of each length.

Further, if we are presented with conjugate permutations σ and τ in
cycle notation, we can read off a permutation ρ such that σ = ρτρ−1.

Example (I write T instead of 10 to avoid typesetting problems):

σ = (1234)(567)(89T )

τ = (1769)(328)(4T5)

A map ρ is obtained by sending each number in the notation for τ to
the number in the corresponding position in the notation for σ: 1 to 1,
2 to 6, 3 to 5, 4 to 8, 5 to T, 6 to 3, 7 to 2, 8 to 7, 9 to 4, T to 9.

More than one map ρ is possible because cycle notation is not unique.
We can change the starting point of a cycle, and we can change the
order of cycles of the same size. Here is the previous example with τ
written differently.

σ = (1234)(567)(89T )

τ = (6971)(4T5)(283)

The ρ obtained from this presentation sends 1 to 4, 2 to 8, 3 to T, 4 to
5, 6 to 1, 7 to 3, 8 to 9, 9 to 2, T to 6.

Now suppose that σ and ρ are two permutations which commute. So
we have ρσ = σρ, from which we have σ = ρσρ−1. This means that ρ
is a permutation witnessing the fact that σ is conjugate to itself .

We can use this to determine how many permutations commute with a
given permutation (which we can also do using the result in chapter 21
about the size of the centralizer and the number of conjugates of a given
permutation), but we can also use it to exhibit actual permutations
which commute with a given permutation.
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σ = (1234)(567)(89T )

σ = (3412)(9T8)(756)

From these two cycle notations for σ, we can determine that the func-
tion (13)(24)(59)(6T )(78) commutes with σ.

σ = (1234)(567)(89T )

σ = (4123)(89T )(756)

From these two cycle notations for σ, we can determine that the func-
tion (1234)(596T78) commutes with σ.

In both cases, the function ρ is obtained just as in the previous exam-
ples: send each number in the lower notation for σ to the corresponding
number in the upper notation for σ.

How many functions commute with the given σ? There are 4 different
ways to present the cycle (1234), and 3 ways to present each of the
cycles (567) and (89T). There are 2 different orders in which the two
3-cycles can be presented. So there are 4 · 3 · 3 · 2 = 72 permutations
which commute with this σ.

Consider σ = (123)(45)(67)(89)(T ). There are 3 different ways to
present the first cycle, 2 different ways to present each of the three
2-cycles, and just 1 way to present the 1-cycle. The three 2-cycles can
be presented in 3! = 6 ways. So there are 3 · 23 · 3! different functions
which commute with σ (by the way, I think this looks just like the
mysterious formula in the book, but it is much easier to see why it
works).

8.2 Extra stuff about generating functions

We say that f(x) is the “generating function” for the sequence u0, u1, u2 . . .
iff f(x) = u0 + u1x+ u2x

2 . . ..
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Notice that adding generating functions or multiplying generating func-
tions by constants has the exact same effect on the sequences of coef-
ficients (adding them or multiplying them by a constant).

We list some other correspondences between operations on generating
functions and operations on their sequences of coefficients. We write
the sequence un and the function f(x) = Σ∞n=0unx

n.

Sending the function f(x) to the function xf(x) has the effect of re-
placing the sequence un with the sequence un−1 (as long as we read u−1

as 0). Similarly, replacing f(x) with xkf(x) has the effect of replacing
un with un−k, where any ui with i < 0 is read as 0.

If we take the derivative f ′(x) of f(x) = Σ∞n=0unx
n we get Σ∞i=0nunx

n−1.
This means that xf ′(x) = Σ∞i=0nunx

n: the effect of replacing f(x) with
xf ′(x) is to replace the sequence un with nun.

It is important to note that we are not really doing calculus here. We
are doing formal term by term differentiation as a mechanical operation
on infinite series (there are no issues about limits here). One can verify
that standard rules of differentiation such as the product and quotient
rules hold for this operation on formal power series.

Formal multiplication of power series lets us see that if the generating
function for un is f(x), then the generating function for vn = Σn

i=0ui is
f(x)
1−x . The idea is to formally multiply f(x) = u0 +u1x+u2x

2 +u3x
3 . . .

by 1
1−x = 1 + x + x2 + x3 . . . and see that the coefficient of xi in this

expansion is u0 + u1 + u2 + . . .+ ui.

Finally, we remind you that 1
(1−x)m

is the generating function for Σ∞n=0

(
m+ n− 1

n

)
xn

(generalized binomial theorem). There is no (−1)n here because I use
powers of 1− x instead of powers of 1 + x.

Here is the example we did in class. Our aim is to find the generating
function for un = Σn

i=0i
2 (the sum 1 + 4 + 9 + . . . + n2 of the first n

squares), and then use an explicit formula for its coefficients to give a
formula for Σn

i=0i
2.

We know that f(x) = 1
1−x is the generating sequence for un = 1.

It follows that xf ′(x) will be the generating function for un = n, that
is, x

(1−x)2 is the generating function for un = n.
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Since g(x) = x
(1−x)2 is the generating function for un = n, it follows that

xg′(x) = x(1+x)
(1−x)3 is the generating function for un = n2 (do the calculus

and algebra yourself to verify this).

Since h(x) = x(1+x)
(1−x)3 is the generating function for un = n2, it follows

that h(x)
1−x = x(1+x)

(1−x)4 is the generating function for un = Σn
i=0i

2.

x(1+x)
(1−x)4 = x+x2

(1−x)4 = x
(1−x)4 + x2

(1−x)4 . Since 1
(1−x)4 = Σ∞n=0

(
4 + n− 1

n

)
xn =

Σ∞n=0

(
n+ 3
n

)
xn = Σ∞n=0

(
n+ 3

3

)
xn, we conclude that x

(1−x)4 =

Σ∞n=0

(
n+ 2

3

)
xn and x2

(1−x)4 = Σ∞n=0

(
n+ 1

3

)
xn (this follows from

the effect on the coefficients of multiplying a power series by x or x2,
described above: this decrements n. It is important to note that plug-

ging a negative value of n into

(
n+ 3

3

)
gives zero: otherwise we

would have corrections to make in the first couple of terms).

This means that x
(1−x)4 is the generating function of

(
n+ 1

3

)
+

(
n+ 2

3

)
, so we have

(
n+ 1

3

)
+

(
n+ 2

3

)
= Σn

i=0i
2.

Now

(
n+ 1

3

)
+

(
n+ 2

3

)
= (n+1)(n)(n−1)

6
+ (n+2)(n+1)(n)

6
= (n −

1)n(n+1)
6

+ (n + 2)n(n+1)
6

= (2n + 1)n(n+1)
6

= n(n+1)(2n+1)
6

, and you may

well already have seen the formula Σn
i=0i

2 = n(n+1)(2n+1)
6

.
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